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Abstract—Advances in Generative AI (GenAI) have led to
the development of various protection strategies to prevent the
unauthorized use of images. These methods rely on adding imper-
ceptible protective perturbations to images to thwart misuse such
as style mimicry or deepfake manipulations. Although previous
attacks on these protections required specialized, purpose-built
methods, we demonstrate that this is no longer necessary. We
show that off-the-shelf image-to-image GenAI models can be
repurposed as generic “denoisers” using a simple text prompt,
effectively removing a wide range of protective perturbations.
Across 8 case studies spanning 6 diverse protection schemes, our
general-purpose attack not only circumvents these defenses but
also outperforms existing specialized attacks while preserving
the image’s utility for the adversary. Our findings reveal a
critical and widespread vulnerability in the current landscape of
image protection, indicating that many schemes provide a false
sense of security. We stress the urgent need to develop robust
defenses and establish that any future protection mechanism
must be benchmarked against attacks from off-the-shelf GenAI
models. Code is available in this repository: https://github.com/
mlsecviswanath/img2imgdenoiser.

Index Terms—adversarial perturbation, denoising, image pro-
tection, image-to-image models

I. INTRODUCTION

The rise of Generative AI (GenAI) has heightened concerns
about the unauthorized use of images, a risk that manifests
itself in various forms. For instance, GenAI models are de-
veloped by indiscriminately collecting web images without
obtaining permission, crediting, or compensating original cre-
ators [15]. This technology also enables deepfakes that target
individuals by altering their personal images [64], threatens
artists’ income by creating synthetic art in their style without
consent, also known as a style mimicry attack [98], and poses
a danger to online communities through the production of
harmful images [126].

This has sparked significant interest in creating protection
strategies to defend against unauthorized use of images. Due
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to the variety of potential threats, defense measures also vary.
These include strategies such as: (1) defensive watermark-
ing [39], [71], (2) mitigating art style mimicry [65], [98], (3)
preventing deepfake manipulations of personal images [64],
[86], (4) enabling image traceability when used to customize
GenAI models [62], [118], and (5) safeguarding facial pri-
vacy [60], [147]. A unifying feature of all these protection
strategies is the application of protective perturbations or a
protective cloak (which are typically imperceptible) to help
prevent unauthorized use. As an example, a technique known
as UnGANable [64] applies a protective cloak to an image to
thwart GAN-based deepfake manipulation of that image.

Note that the defender has only one chance to protect
the images. If an adversary removes this protection, there
will be no way to secure the images against future misuse.
Recent studies have begun to demonstrate that some of these
protection methods provide a false sense of security [12], [37],
[45], [56]. However, these attacks are generally tailored to
specific types of protection strategies and require uniquely
crafted AI-based methods to dismantle the protection. In
this study, we demonstrate that developments in GenAI have
progressed to a point where crafting specialized attacks is
no longer required—off-the-shelf image-to-image (img2img)
models can be easily repurposed as versatile “denoisers” to
eliminate protective perturbations covering a wide variety of
protection schemes. Our key contributions are as follows:

• Given a protected image, we show that image transla-
tion using an off-the-shelf img2img model guided by
a simple text prompt (e.g., “Denoise this image”) is
sufficient to remove a variety of protective perturbations
available today. We use open-source Diffusion models
such as FLUX [6] and SD3 [30], and a closed-source,
commercial model, GPT-4o [7], [50]. Our approach re-
quires no protection-specific adaptations and can be easily
used by a low-skilled attacker to circumvent several
protection schemes. Advances in generative processes and
extensive pretraining on web-scale image datasets enable
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this simple attack.
� We demonstrate the effectiveness of this simple attack us-

ing 8 case studies, covering 6 diverse protection schemes,
demonstrating the versatility of the attack. In 4 of these
case studies, we also compare our attack against special-
ized protection-speci�c attacks [12], [37], [45], [56]. Our
scheme outperforms these specialized attacks.

� Our simple approach can remove sophisticated protec-
tive perturbations. This includes perturbations to protect
specialized semantic properties (e.g., facial identity) [64],
perturbations applied through the latent space [39], and
perturbations designed to survive downstream �ne-tuning
tasks [62].

� We conduct a comprehensive user study to assess how
well our denoising approach preserves utility for the
attacker. Through a study of the Mist [65] protection
scheme, designed to prevent style mimicry attacks, we
show that our denoisers produce images that are of high-
quality, while preserving the expected style/content in the
image. Our user study also shows that we signi�cantly
outperform recent specialized attacks against Mist, such
as LightShed [37].

� We show that it is challenging to create a protective
scheme that is resistant to our simple attack. Our ef-
forts to integrate our denoiser into two diverse protec-
tion pipelines, i.e., to create an attack-aware protection
scheme, resulted in failure. The generated “adversarial”
perturbations can still be easily removed by our denoiser.
As future work, we recommend investigating robust
approaches to generate protective perturbations in the
low-frequency bands of an image. Our analysis of the
VINE [71] watermarking scheme shows that this is a
promising approach. However, VINE's implementation of
this approach still shows serious vulnerabilities against
even simpler attack strategies—we �nd that the VINE
watermark can be easily destroyed by extremely mild
0.7% center cropping of an image.

� Our �ndings highlight that future specialized protec-
tion removal attacks should invariably use off-the-shelf
img2img models as a benchmark for comparison. Our
approach can even outperform specialized attacks that use
a supervised learning strategy, i.e., using knowledge of
protected and unprotected variants of images, to remove
protective perturbations [12], [37].

Our results further reveal that more advanced and bigger
capacity off-the-shelf img2img models are more capable at
removing protections. img2img models will only continue
to advance in the near future, potentially making this threat
worse. We stress the need to urgently invest efforts into
building robust protection schemes that can survive our attack.
We have disclosed our �ndings to the creators of the affected
protection schemes (see Section A in Appendix).

II. GOALS, THREAT MODEL, AND RATIONALE

A. Goals

We de�ne a perturbation as any modi�cation, typically noise,
applied to an image that may be human-perceptible or not. It is
usually obtained by optimizing a tailored loss function and can
be added directly in pixel space or via latent space changes.
Such perturbations, or protective cloaks, are widely used as
proactive defenses against unauthorized image use, including
misuse of AI-generated images and copyright-protected im-
ages in training or any GenAI-based image pipeline. We show
that recent GenAI advances threaten these perturbation-based
defenses (i.e., protective measures).

Recent breakthroughs in GenAI have led to the development
of robust image translation models or img2img models.
These models can take an existing image (source) along with a
descriptive text prompt to create a new image aligned with the
prompt's directive. We demonstrate that these models can be
repurposed to serve as ef�cient denoisers, i.e., to remove any
noise from the source image. We argue that this noise-removal
technique is suf�cient to circumvent protective mechanisms
employed in current perturbation-based defense strategies. Our
key research questions are as follows:

� RQ1: Can off-the-shelf img2img models, used as
generic denoisers, remove perturbations without any
protection-speci�c adaptations? We aim to minimize
protection-speci�c customizations, i.e., our denoising
strategies are generic and not tailored to particular protec-
tions (e.g., watermarking, deepfake manipulation protec-
tion, artwork protection). Attacker goal: Can this process
remove protective perturbations added by a defender, such
as watermarks or perturbations preventing unauthorized
use of images for �ne-tuning GenAI models?

� RQ2: How does our attack performance vary with in-
creasingly capable img2img models (used as denois-
ers)? img2img models continue to evolve rapidly. We
experiment with a variety of open-source models in
addition to an advanced commercial model. Open-source
models include SD1.5 [88], SDXL [84], SD3 [30] and
FLUX [6]. GPT-4o [7], [50] is our commercial model.

� RQ3: Does our denoising approach preserve the utility
for the attacker? After removing the protective pertur-
bations, does our scheme preserve image utility for the
downstream use case, e.g., to use unauthorized images to
train a GenAI scheme?

� RQ4: How does our simple approach compare with
recent work that uses specialized perturbation-removal
schemes adapted towards the protection setting? Recall
that our method is agnostic to the protection scheme and,
therefore, generally applicable across many settings. Spe-
cialized schemes include methods such as UnMarker [56]
designed speci�cally to remove watermarks from images,
or INSIGHT [12] designed to remove protections to
prevent style mimicry attacks threatening artists [65],
[98].
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TABLE I: Overview of our 8 case studies.

Case
study #

Our attack against protection schemes
Protection type Protection scheme (venue)

1
Preventing deepfake
face manipulation

UnGANable (USENIX Sec'23) [64]

2
In-processing
watermarking

PRC (ICLR'25) [39]

3
Post-processing
watermarking

VINE (ICLR'25) [71]

4
Traceability when
misused for model
personalization

SIREN (IEEE S&P'25) [62]

Our attack Vs. protection-speci�c attacks
Protection type Specialized attack (venue)

5
Preventing �netuning
-based style mimicry

INSIGHT (USENIX Sec'24) [12]

6
7

Preventing Textual
Inversion-based style
mimicry

Noisy Upscaling (ICLR'25) [45]
LightShed (USENIX Sec'25) [37]

8
Semantic
watermarking

UnMarker (IEEE S&P'25) [56]

� RQ5: Can our attacks, powered by simple denoisers,
be neutralized by a countermeasure that leverages our
denoising model in the perturbation-generation process?
Can defenders create protective perturbations that cannot
be removed by our denoising schemes?

We address these research questions through 8 case studies,
summarized in Table I. Four case studies examine different
data protection strategies, including defenses against deepfake
alterations, watermarking methods, and mitigating unautho-
rized use of images for training GenAI models. The remaining
four compare our attack with recently proposed specialized
(i.e., protection-speci�c) perturbation removal schemes.

B. Threat Model

Since we cover a wide range of case studies, we outline a
generalized threat model that is applicable to all cases. We
will describe further details of the threat model pertinent to a
case study in Sections IV and V. In this study, we adopt the
perspective of an attacker, assuming access to powerful and
widely available open and closed-source img2img tools.

Defenders add perturbations in latent or pixel space to
prevent unauthorized image use. As attackers, we aim to
remove these perturbations to enable such use, for instance by
stripping watermarks or protections on personal images that
prevent deepfake manipulations. We assume no knowledge of
the internals or design of the protection scheme, i.e., the attack
is not tailored to it. Despite this challenging setting, we show
that advances in GenAI can still weaken these defenses.

Countermeasures. We also perform experiments to un-
derstand adaptive strategies by the defender based on the
knowledge of our attack. This is studied in Section VI.

C. Research Design and Rationale

Why conduct 8 different case studies and why is such
a study important now? Table I summarizes the 8 case
studies. Examining this many cases departs from prior work
on vulnerabilities of data protection schemes, which typically
considers only 1–4 case studies [12], [37], [45]. Our main
reasons are:

(1) Our goal is to show that many perturbation-based
protection schemes are vulnerable to advances in img2img
technology. Our method is agnostic to the protection setting:
across all 8 case studies, we use the same perturbation removal
technique without any internal knowledge of the schemes. This
shows that sophisticated, targeted mechanisms are unnecessary
to uncover vulnerabilities in existing protection schemes.

(2) Perturbation-based data protection is rapidly evolving.
Our survey found over 30 papers in top venues since 2024 on
perturbation-based protection for images (full list in Table VIII
in the Appendix), spanning watermarking and copyright pro-
tection [39], [71], [132], art style protection [65], [98], [110],
facial privacy [60], [144], [147], deepfake manipulation [64],
[86], [114], and data traceability [62], [118]. Similar efforts
appear in other modalities, e.g., video [70], [101], [103],
audio [77], [136], [145], and text [93], [141], [143]. It is
infeasible to conduct a study that covers all these works.
Instead, we carefully choose 8 case studies within the image
modality.

In the absence of our study, this research area will likely
evolve into many disparate attempts to provide data protection
without realizing that many protection pathways are easily
threatened by off-the-shelf img2img schemes.
How were the 8 case studies chosen? We selected 8
case studies based on three criteria: (1) High Performance:
We chose protection schemes and specialized attacks that
signi�cantly outperform prior methods. Notably, 6 of the 8
works were published in 2025 in top venues, representing the
state-of-the-art. (2) Diversity: We cover a range of threats,
including style mimicry, misuse of data for model personal-
ization, watermark removal, and deepfake manipulation. (3)
Reproducibility: We prioritized methods with publicly released
checkpoints, source code, and data.
What is the novelty? We highlight two contributions. First,
empirical simplicity: we show that off-the-shelf img2img
models can effortlessly remove complex, diverse protective
cloaks. Second, recombinant novelty: Beyond our empirical
insights, we identify a systemic risk: foundation models act as
a convergent threat vector, rendering diverse security problems
susceptible to the same class of attacks.
How do we navigate the complexity of evaluating 8 case
studies? Given the diverse methodologies across our 8 case
studies, a uni�ed benchmark is infeasible. Instead, we tailor
metrics and datasets to each speci�c threat model, with the
exception of Noisy Upscaling [45] and LightShed [37], which
we evaluate jointly due to their shared settings. To maintain
focus, we present primary �ndings in the main text, relegating
implementation details and auxiliary results to the Appendix.
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III. ATTACK METHODOLOGY

Given a protected image, we use an off-the-shelf img2img
model, guided by a text prompt, as a “denoiser” to remove the
(protective) perturbations in the image. There is no protection-
speci�c adaptation or further �ne-tuning of the img2img
model.
Denoising models. We use �ve models: four open-source
Diffusion models and one closed-source commercial model.

� FLUX (FLUX.1 [dev]) [6], a Diffusion-based model,
enables photorealistic image generation and high-�delity
editing with 12B parameters.

� SD3 (Stable Diffusion 3 Medium) [30] with 2B parame-
ters is one of the latest models from Stability AI.

� SDXL (Stable Diffusion XL Re�ner) [84] with 6.6B
parameters employs a two-stage ensemble model that
offers superior composition and text-instruction follow-
ing capabilities, just behind SD3 and FLUX in quality
evaluations [5], [30].

� SD1.5 (Stable Diffusion 1.5) [88] with approximately
890M parameters is a widely used model.

� GPT-4o (GPT Image 1) [7], [50] is an Autoregres-
sive model from OpenAI that generates extremely high-
quality images [8], [130]. Currently, architectural and
training details are unknown. OpenAI has been consis-
tently releasing high-performing GenAI models [9] and
we expect GPT-4o to perform signi�cantly better than
open-source models. Due to GPT-4o's pricing and our
budget restrictions, we use GPT-4o on a subset of images
for certain case studies. The subset is carefully chosen to
be the most dif�cult for open-source models to denoise.

Denoising methodology. Given a perturbed image, we use
a simple text prompt (e.g., “Denoise the image”) to guide
generation of the denoised image. All models support prompt-
guided generation, so any user with API access and a chosen
prompt can denoise images this way. Prompts can be positive
(e.g., “Denoise the image”) to condition denoising on, or
negative (e.g., “Add noise to the image”) to condition against.
Positive and negative prompts are tokenized and used to
condition attention blocks during denoising. We evaluate 8
positive–negative prompt pairs (Table IX in the Appendix).
The FLUX model does not support negative prompts and is
tested only with positive prompts. All prompts are simple,
intuitive denoising instructions; we use no special rules or
prompt optimizations.

In all experiments, we input images to each denoising model
at a resolution of 512�512 (the original training resolution for
many models).1 Other hyperparameter settings for each case
study are detailed in Sections IV and V.
Why off-the-shelf img2img models? Our intuition is based
on the following key characteristics of current models:

(1) Latent space representation to compress irrelevant in-
formation: All four Diffusion models we use operate in a

1In Case Studies 1, 6, and 7, the initial datasets contain 256 � 256 images,
which we upscale to 512 � 512 using the Stable Diffusion Upscaler [88].

latent space, i.e., the source image is encoded into a lower-
dimensional latent space, manipulated, and then decoded back
to the pixel space. This compression captures the most per-
ceptually relevant features, thus potentially removing any noise
(perturbations) in an image.

(2) Advances in generative process aids with denoising: We
use both Diffusion and Autoregressive (GPT-4o) models. Dif-
fusion models learn by adding noise to the latent representation
in the Forward Diffusion process, followed by reconstructing
the source image by iteratively removing the noise at each
step in the Reverse Diffusion process. This Diffusion process
has signi�cantly advanced over time. We select models that
utilize various Diffusion processes. SD1.5 and SDXL utilize
SDEdit [78] for realistic image synthesis through iterative
denoising with a Stochastic Differential Equation. SD3 and
FLUX are Recti�ed Flow models that transform noise to data
linearly, improving ef�ciency with fewer denoising steps and
improving image quality. This noise-removal process of Diffu-
sion models makes them suitable for removing perturbations.

During inference, we use two key hyperparameters: (a)
Strength: A parameter ranging from 0 to 1 that determines
the amount of noise added, where 0 adds no noise and 1
dissolves the image into random noise. Higher values can
more effectively destroy perturbations, but risk altering source
characteristics (e.g., facial identity). (b) Number of inference
steps: This parameter sets the number of denoising steps, with
more steps enhancing image quality but slowing inference.

Autoregressive models such as GPT-4o, despite unknown ar-
chitecture, use a generative process aiding effective denoising.
These models have strong contextual awareness [8], i.e., the
generation of a new pixel is conditioned on the source image
and all the pixels it has already generated. This can enhance
the correction of corrupted (perturbed) pixels. Similarly, the U-
Net backbone [89] in Diffusion models uses a wide receptive
�eld that captures contextual information surrounding a larger
area, helping to differentiate between essential details and
noise that should be removed.

(3) Improved knowledge of distribution of clean images:
Current models are trained on web-scale datasets (e.g.,
LAION-5B [96]) of high quality, noise-free images, helping
to better learn the mapping from noisy inputs to clean outputs.

(4) Guidance-based generation capability: We steer gen-
eration with a text prompt that emphasizes noise removal.
The strong text-conditioning abilities of these models further
improve denoising. Models like GPT-4o are natively multi-
modal, providing a deep understanding of language–vision
relationships. In Section VII, we show that prompt-guided
denoising often outperforms prompt-free denoising.

IV. OUR ATTACK AGAINST EXISTING DEFENSES

We evaluate our attack on data protection schemes through
four case studies, addressing RQ1–RQ3. For each study,
results use the best of eight prompt combinations by denoising
performance (prompts in Table IX, Appendix).

Baselines: We compare our attack with the perturbation
removal baselines used in each case study. In addition, we
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use a common baseline based on DiffPure [82], a denoising
strategy originally proposed to purify adversarial samples in
classi�cation settings. DiffPure uses a Diffusion model based
on DDPM [44], which operates in the pixel space, unlike
our approach, which operates in the latent space (LDM [88]).
DiffPure does not require a prompt and instead relies on the
Diffusion process to remove perturbations.

A. Case Study 1: Mitigating Deepfake Manipulations
(USENIX Security'23)

Defense background. UnGANable [64] protects face images
(target images) from unauthorized GAN-based deepfake ma-
nipulations. In such attacks, the adversary inverts the target
image into a latent code (GAN inversion), modi�es it, and
reconstructs an image with desired facial features. UnGANable
adds imperceptible perturbations to the target image to disrupt
inversion, yielding inaccurate latent codes and blocking manip-
ulation. Our goal is to remove these protective perturbations
to enable successful GAN inversion, veri�ed by matching the
reconstructed image's facial identity with the target image.
Experimental setup. Detailed setup is in Appendix B.

Defense setup: We reproduce the evaluation in UnGANable
work focusing on protecting face images generated using
StyleGANv2 [55]. We start with 500 256 � 256 face images,
from which we eliminate images that are not successfully
protected by UnGANable. We use the black-box setting of Un-
GANable, i.e., the defender has no knowledge of the attacker's
GAN model. UnGANable bounds the perturbations using the
L 1 measure using the budget parameter �. We experiment
with � values of 0.05, 0.06 and 0.07 which achieved the best
results in the UnGANable work.

Baselines for comparison: We compare our attack with
Gaussian Smoothing (used by UnGANable) and DiffPure [82].

Attack evaluation metrics: (1) Matching Rate: We measure
the percentage of reconstructed images that match the identity
of the corresponding target images, indicating a successful
attack. Values range from 0 to 1, with 1 indicating a perfect
attack. (2) Utility measures: We compare the denoised images
with the corresponding original target images using the same
utility measures used by UnGANable. This includes Structural
Similarity Index Measure (SSIM) [120], Peak Signal-to-Noise
Ratio (PSNR), and Mean Squared Error (MSE). Higher PSNR
and SSIM and lower MSE indicate better attack performance.
Results. We report the performance for Prompt C6 (Table IX)
that yielded the best denoising results. Table II shows the
results for � = 0:06. Results for other chosen � values are
in Table X (Appendix) providing similar takeaways.

RQ1: Our attack easily circumvents UnGANable. Without
an attack, all images have a Matching Rate of 0.0% (i.e., per-
fect defense). Using the SD3 model, at � = 0:06, we achieve a
high Matching Rate of 77.8%, signi�cantly outperforming the
baseline attacks (Gaussian Smoothing and DiffPure). The fact
that Gaussian Smoothing can achieve a Matching Rate of 63%
further highlights the limitations of UnGANable. Note that any
non-zero Matching Rate is undesired because it places those
individuals at risk for serious deepfake manipulation threats.

TABLE II: Denoising results for UnGANable. The best results
for each metric are bolded. The highlighted row indicates the
best model of our pipeline in terms of performance and utility.

� = 0.06

Attacker
Matching

Rate ^
PSNR ^ SSIM ^ MSE _

No attack 0.00% 32.417 0.924 0.0006
Smoothing 63.25% 32.355 0.947 0.0006
DiffPure 48.29% 25.781 0.830 0.0028

SD1.5 63.25% 29.077 0.904 0.0013
SDXL 63.68% 30.726 0.925 0.0010
SD3 77.78% 31.488 0.937 0.0007
FLUX 76.07% 31.552 0.941 0.0007

Fig. 1: Images in bottom row are generated with StyleGANv2
using their respective top row image as an input. SD3 better
restores the original face features compared to the baselines.

RQ2: Models with more effective diffusion/generative pro-
cesses (Section III) are indeed more capable. FLUX and SD3
outperforms SDXL and SD1.5. GPT-4o (not shown in Table II)
when applied to the remaining images where SD3 failed,
boosted the SD3 Matching Rate from 77.8% to 78.6%.

RQ3: Our attack preserves data utility. We show sample
images in Figure 1, and additional samples in Figure 8 (Ap-
pendix). Our attack achieves comparable data utility measures
(SSIM, PSNR and MSE) when compared to Gaussian Smooth-
ing. We outperform DiffPure based on PSNR and SSIM, and
achieve comparable and low MSE scores.

GPT-4o substantially enhanced the image quality to the
point where the denoised image is of higher quality than the
target image, rendering our chosen utility metrics ineffective.
We measure this using the SER-FIQ [109] metric, a state-
of-the-art referenceless face image quality metric. GPT-4o
improved the SER-FIQ scores of the target images from 0.54
to 0.64. We further discuss this metric in Appendix B. A GPT-
4o image sample is shown in Figure 9 (Appendix).

We highlight two key �ndings.
FINDING 1. Off-the-shelf img2img models can even remove

sophisticated perturbations aimed at protecting specialized
semantic properties, i.e., facial identity features.
FINDING 2. img2img models that perform translation

within a latent space are more successful at stripping away
protections than Diffusion-based approaches that operate di-
rectly in pixel space (DiffPure). This observation further
corroborates our intuition discussed in Section III.

5



TABLE III: Denoising results for PRC Watermark. FLUX
demonstrates the best balance between performance and utility.

Attacker TPR@FPR _ PSNR ^ SSIM ^ KID _

No attack 1.000 - - 0.0183
Smoothing (Avg.) 1.000 30.656 0.868 0.0294
DiffPure 0.280 21.694 0.305 0.0302
Regen-VAE B 0.312 28.859 0.770 0.0618

SD1.5 0.878 23.314 0.611 0.0248
SDXL 0.000 24.018 0.652 0.0142
SD3 0.262 25.613 0.700 0.0196
FLUX 0.258 28.042 0.775 0.0196

B. Case Study 2: In-Processing Watermark (ICLR'25)

Defense background. PRC Watermark [39] is the state-of-
the-art method for in-processing watermarking in the latent
space, where the watermark is applied during image generation
from a prompt. PRC Watermark uses a cryptographically
pseudo-random pattern that is embedded across the latent
space, allowing operation at a semantic level and helping to
preserve image quality. It outperforms Stable Signature [36]
and Tree-Ring Watermarking (TRW) [123], and is shown to
be robust to pixel-level watermark removal attacks [146].

Our goal is to remove the watermark so that watermark
veri�cation fails.
Experimental setup. Detailed setup is in Appendix C.

Defense setup: We reproduce PRC Watermark's evaluation
pipeline using randomly sampled prompts from the Stable
Diffusion Prompt (SDP) dataset [3] to produce 500 512 � 512
images with and without watermarking.

Baselines for comparison: Similar to the original work, we
use Gaussian Smoothing and Regen-VAE [146]. Regen-VAE
is an attack specially designed to remove watermarks. It uses a
VAE model to create a latent code that is subsequently noised
and then reconstructed to disrupt the watermark. There are
Regen-VAE variants, B and C, based on state-of-the-art image
compression performance (see details in Appendix C). We also
include DiffPure.

Attack evaluation metrics: (1) TPR@FPR: Similar to the
original work, we calculate TPR@FPR (FPR=0.00001), rang-
ing between 0 and 1, to measure watermarking performance.
Lower values indicate better attack performance. (2) Utility
measures: Similar to the original work, we use PSNR and
SSIM (interpreted in the same way as Case Study 1) to
measure impact on image quality. In this case, these metrics
are computed between watermarked and denoised images.
Additionally, we use Kernel Inception Distance (KID) [18],
computed between unwatermarked and denoised images.2 A
lower KID value indicates better attack performance.
Results. Prompt C8 (Table IX) is most effective. The key
results are in Table III, with additional results in Table XI
(Appendix).

2PRC Watermark and other case studies used the FID metric [43], but this
metric is known to show signi�cant biases for smaller sample sizes like ours.

Fig. 2: Qualitative image samples for PRC Watermark. Regen-
VAE causes the image to appear blurrier in detail and DiffPure
causes the image to appear more sharp and distorted. FLUX
is able to preserve better quality during denoising.

RQ1: Our attack is highly effective at removing the PRC
Watermark. TPR@FPR is at 1.0 when there is no attack against
images, indicating perfect watermarking performance. FLUX
provides the best balance in terms of reducing TPR@FPR,
while maintaining image quality. FLUX signi�cantly reduces
the TPR@FPR value to 0.258 outperforming all the baselines.

RQ2: Models with more advanced generative processes and
larger capacity are in fact more effective, i.e., FLUX, SD3,
and SDXL outperform SD1.5. GPT-4o is applied to a subset
of 100 images in which FLUX failed to remove the watermark
(sampling strategy in Appendix C). GPT-4o results are in
Table XII (Appendix). After applying GPT-4o, TPR@FPR was
reduced to 0.060 when combined with the results of FLUX,
further highlighting the capabilities of more advanced models.

RQ3: Our attack has a minimal impact on image quality.
Figure 2 shows sample images, and additional samples are
in Figure 10 (Appendix). Using FLUX, we achieve the high-
est SSIM of 0.775, among attacks that degrade TPR@FPR.
Among the effective baselines (where TPR@FPR is reduced),
we have comparable PSNR values to Regen-VAE and out-
perform DiffPure. Gaussian Smoothing, despite its better
utility, was completely ineffective in lowering TPR@FPR.
We also achieve a low KID score of 0.0196, outperforming
all baselines. Similar to Case Study 1, GPT-4o signi�cantly
enhanced image quality after denoising. Therefore, we use a
referenceless widely-used metric called BRISQUE [80] (lower
values are better).3 We justify this metric in Appendix C. GPT-
4o achieves a lower BRISQUE score of 2.859 for denoised
images, compared to 5.164 for FLUX.

Finding 2 holds in this case as well. In addition:
FINDING 3. Perturbations added through latent-space ma-

nipulations can also be removed using img2img models
available today.
FINDING 4. Off-the-shelf img2img models outperform spe-

cialized watermark removal attacks (Regen-VAE).

C. Case Study 3: Post-Processing Watermark (ICLR'25)

Defense background. VINE [71] is a post-processing water-
marking scheme, where the watermark is applied to an existing
image. VINE is the state-of-the-art method in terms of ro-
bustness against image-editing techniques. VINE achieves ro-
bustness by adding invisible watermarks to the low-frequency
bands of an image. The intuition is that image editing or

3The SER-FIQ [109] metric used in Case Study 1 is designed for face
images and therefore not suitable here.
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TABLE IV: Denoising results for VINE. FLUX exhibits the
best balance between performance and utility.

Attacker TPR@FPR _ PSNR ^ SSIM ^ LPIPS _ KID _

No Denoising 1.000 37.479 0.993 0.007 0.0000
DiffPure 0.991 22.087 0.336 0.575 0.0033
Regen-VAE B 0.976 29.424 0.832 0.275 0.0194
Sto. Regen. 0.981 22.325 0.636 0.270 0.0106
Det. Inver. 0.997 25.408 0.750 0.225 0.0072

FLUX 0.878 26.646 0.775 0.154 0.0006

Fig. 3: The bottom edge of three W-Bench samples with and
without VINE. VINE's watermarking creates visible perturba-
tions on the edges of an image.

image regeneration (like our methodology) tends to remove
patterns in the high-frequency bands, and therefore embedding
the watermarks in low-frequency bands can provide resilience.
Our goal is to remove the watermark such that the watermark
veri�cation fails.
Experimental setup. Detailed setup is in Appendix D.

Defense setup: We reproduce VINE's evaluation pipeline
and apply their watermark to 1000 512 � 512 images sourced
from W-Bench [71].

Baselines for comparison: VINE evaluates robustness
against two image regeneration attacks: Stochastic Regen-
eration [78], [146] and Deterministic Inversion [81], [102].
We include these methods as baselines. Both methods use
different Diffusion-based strategies to add noise to an image
and then denoise it, but unlike our approach, no prompt is
involved. They were not originally designed for watermark
removal and were instead proposed for more general use
cases (e.g., image editing). Both image regeneration methods
use the SD2.1 model [88]. We also compare with Gaussian
Smoothing, DiffPure, and Regen-VAE (see Case Study 2).

Evaluation metrics: We use the same metrics used by VINE.
(1) TPR@FPR: We calculate TPR@FPR (FPR=0.001) to
measure watermarking performance. (2) Utility measures: We
use PSNR, SSIM, and KID. These metrics can be interpreted
similarly to Case Study 2. From VINE, we also use Learned
Perceptual Image Patch Similarity (LPIPS) [140]. LPIPS val-
ues lie between 0 and 1 and lower values indicate better
attack performance. All these metrics are calculated between
unwatermarked and watermarked/denoised images, since we
are considering a post-processing watermarking scheme.
Results. Prompt C6 (Table IX) is most effective. Our key re-
sults are in Table IV and full results in Table XIII (Appendix).

RQ1: Our attack is moderately effective at degrading
TPR@FPR. Our FLUX model degrades TPR@FPR to 0.878
from 1.000, while not signi�cantly impacting image quality.

We outperform all the baseline schemes. Our performance can
be attributed to the better generative process used by FLUX
compared to our baselines and older Stable Diffusion schemes.

Is VINE truly robust? We further examined the effect of
VINE restricting its perturbations to low-frequency bands,
motivated by the observation that TPR@FPR did not drop
substantially. Our analysis shows that VINE's low-frequency
design leads to perturbations that concentrate near the image
boundaries and are easy to remove. As illustrated in Figure 3,
these artifacts are mainly visible along the image edges.
To evaluate this, we apply a simple center-cropping–based
perturbation removal technique. Whereas prior center-cropping
studies typically remove 10% of the image [10], we instead
crop only 0.7%, i.e., we retain 99.3% of the original content.
After cropping, we resize the image back to 512 � 512. With
just 0.7% cropping, TPR@FPR drops to 0.066, essentially
erasing the watermark. Although this center-cropping method
is a protection-speci�c adaptation (and therefore departs from
our original, method-agnostic evaluation protocol), it exposes
a key design weakness: VINE's dependence on edge pixels
that can be removed with minimal image modi�cation.

RQ2: More advanced and bigger capacity models are more
effective. FLUX, SD3 and SDXL outperform SD1.5 based on
TPR@FPR (see Table XIII in Appendix). We did not test GPT-
4o as the simple center cropping attack was suf�cient to fully
neutralize the protection.

RQ3: Our attack has minimal impact on image quality.
FLUX achieves the lowest KID and LPIPS scores of 0.0006
and 0.154, respectively, outperforming all baseline schemes.
For PSNR and SSIM, FLUX demonstrates values slightly
below the Regen-VAE baseline, but outperforms all other
baselines. Figure 11 (Appendix) shows sample images.

Finding 2 holds in this case as well. Additionally:
FINDING 5. Using low-frequency bands to insert the water-

mark is a promising idea. However, the state-of-the-art scheme
(VINE) uses an implementation that produces easily removable
localized perturbations in watermarked images. Future work
can address this issue.

D. Case Study 4: Verifying Unauthorized Data Usage in
Personalized Models (IEEE S&P'25)

Defense background. SIREN [62] mitigates unauthorized
use of images to �ne-tune or personalize text-to-image Diffu-
sion models. An unauthorized party can use an artist's images
to personalize a Diffusion model and generate new images
that mimic the artist's style, also known as style mimicry
attacks [98]. SIREN's idea is to enable data traceability by
adding an imperceptible perturbation or coating to an image
that can be reliably learned during personalization. SIREN
argues that existing watermarking schemes [67], [73], [98],
[110], [118] are not reliable enough to transfer to output
images after personalization. Watermarking schemes are in-
dependent of downstream personalization tasks and focus
primarily on stealthiness. In contrast, SIREN's novel coating
is designed to be relevant to the personalization task and
therefore transfers to the generated images. SIREN implements
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TABLE V: Denoising results for SIREN. FLUX exhibits the
best balance between performance and utility.

Attacker TPR@Sign. _PSNR ^ SSIM ^ KID _ LPIPS _

No attack 1.000 39.142 0.880 0.070 0.016
DiffPure 0.101 29.835 0.596 0.084 0.215
Regen-VAE C 0.591 31.886 0.890 0.071 0.085

SD1.5 0.147 22.348 0.803 0.100 0.122
SDXL 0.000 22.049 0.765 0.100 0.136
SD3 0.001 22.935 0.612 0.112 0.121
FLUX 0.016 28.882 0.787 0.071 0.050

a human perceptual-aware constraint using a hypersphere clas-
si�cation network to improve imperceptibility and traceability.
Our goal is to remove the coating so that data traceability
fails. Our attack denoises the images before being used for
personalization.

Experimental setup. Detailed setup is in Appendix E.
Defense setup: We reproduce the experimental setup in the

original work. We use the Pokemon [52] dataset (used by
SIREN) consisting of 819 512 � 512 images and associated
captions generated using BLIP [63]. We use SD1.5 as the text-
to-image model to personalize with “an image of a Pokemon”
as the personalization prompt. The model is �ne-tuned on the
Pokemon dataset, then used to generate 1000 images. For the
SIREN encoder (coating mechanism) and decoder (veri�cation
scheme), we use the provided pretrained checkpoints.

Baselines for comparison: We compare our attack with
Regen-VAE [146], which SIREN identi�es as the most effec-
tive puri�cation attack. In addition, we compare with DiffPure.

Evaluation metrics: We use the following metrics used
in the original work. (1) TPR@Signi�cance: We calculate
TPR@Signi�cance to measure traceability performance. Sig-
ni�cance serves as a threshold for the Kolmogorov-Smirnov
test [76] to determine whether a generated image is traced
to SIREN-coated training data. SIREN uses a Signi�cance of
� = 10 �9 where a high TPR indicates reliable data tracing.
(2) Utility measures: Similar to SIREN, we use PSNR, SSIM,
and LPIPS (interpreted in the same way as Case Study 3) mea-
sured between clean (without coating) and protected/denoised
images. We also use KID to measure the generation quality
between clean and generated images.

Results. Prompt C6 (Table IX in Appendix) yielded the best
denoising performance. Results are in Table V (with additional
results in Table XIV in the Appendix).

RQ1: Our attack is highly effective at removing the SIREN
coating. Without an attack, SIREN protection is perfect at
a TPR of 1.000 allowing every image to be traced to the
protection. Among our different models, FLUX performs the
best in terms of TPR and utility metrics. With FLUX, TPR
is reduced to 0.016. We outperform all baselines, including
Regen-VAE which only achieves a TPR of 0.591.

RQ2: More advanced models with larger capacity are more
effective. FLUX, SD3, and SDXL all outperform SD1.5, which
still produced a low TPR of 0.147. We did not test GPT-4o as

the open-source models effectively neutralize the protection.
RQ3: Our attack has a minimal impact on image quality.

FLUX achieves the lowest LPIPS of 0.050 outperforming all
baseline schemes. Our FLUX and SD1.5 models achieve a
high SSIM of 0.79 and 0.80, respectively, and is only outper-
formed by Regen-VAE with an SSIM of 0.89. However, recall
that Regen-VAE is much less effective at lowering TPR (i.e.,
attack performance). Our FLUX model achieves comparable
KID and PSNR values to Regen-VAE and DiffPure. Figure 12
(Appendix) shows sample images.

In addition to Finding 2, we highlight the following:
FINDING 6. Protective coatings designed to survive down-

stream �ne-tuning tasks can be effectively removed by off-the-
shelf img2img models. Future work can focus on more robust
data traceability schemes for personalization tasks.

V. COMPARING OUR ATTACK AGAINST

PROTECTION-SPECIFIC ATTACKS

We present 4 case studies that compare our attack against
protection-speci�c attacks, covering RQ4. In each case study,
we aim to match or exceed the performance of existing attacks.

A. Case Study 5: INSIGHT (USENIX Security'24)

Background. INSIGHT [12] is an attack that removes
invisible protections, enabling unauthorized use of images.
It targets style mimicry attacks, where an adversary �ne-
tunes a GenAI model on an artist's images to generate new
works that mimic the artist's style. Following the original
work, we attack Mist [65], a data protection scheme that adds
imperceptible perturbations to images to mitigate such attacks.
We compare our attack with INSIGHT, focusing on removing
Mist's protective perturbations.

INSIGHT uses a sophisticated method to remove perturba-
tions. Given a protected image, the key insight is to build a
denoising framework that aligns the protected image towards
a carefully chosen reference image. The reference image is
created by taking a photo of the protected image, which serves
as a reference for how humans perceive a protected image
(since perturbations are mostly imperceptible). This denoising
framework includes a carefully tuned optimization scheme
using VAE and UNet models.
Experimental setup. Detailed setup is in Appendix F.

Attack setup: We use a dataset provided by the INSIGHT
work. This includes 19 512�512 Mist-protected WikiArt [106]
images of Van Gogh, as well as the photo-captured variants
of each image (i.e., reference images).4 The adversary aims to
generate new images in the Van Gogh style by �ne-tuning an
SD1.5 model with DreamBooth [91] on the denoised images.
Based on the performance in Section IV, we choose FLUX as
the denoising model. Con�guration details are in Appendix F.
As a baseline to understand our attack performance, we study
a non-adversarial setting, i.e., analysis of images generated
from Mist-protected images under no denoising attack.

4We contacted INSIGHT authors requesting a larger dataset which they
were not able to provide.
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TABLE VI: Utility and performance results for INSIGHT and
FLUX against Mist protection. We measure CLIP accuracy
to Van Gogh's style as performance. FLUX exhibits the best
performance and BRISQUE utility.

CLIP
Accuracy

Generated
Utility

Denoising
Utility

Attacker Top-1 Top-3 BRISQUE PSNR SSIM BRISQUE

Mist 0.0% 1.3% 60.883 25.941 0.813 33.174
+ INSIGHT 0.7% 48.2% 29.229 17.945 0.393 28.231
+ FLUX 4.1% 74.6% 22.684 19.570 0.431 21.206

Fig. 4: Qualitative samples for INSIGHT. FLUX provides the
best style �t for Van Gogh, greatly improving performance
compared to INSIGHT.

Evaluation metrics: (1) CLIP Accuracy: As in INSIGHT, we
use a pretrained CLIP model [87] to assess whether generated
images match the desired artistic style, reporting Top-1 and
Top-3 classi�cation accuracy. A stronger attack yields higher
CLIP accuracy, i.e., more images classi�ed as the target style.
(2) Utility measures: We use the referenceless BRISQUE met-
ric from Case Study 2 to assess generated-image quality, which
is the attacker's primary concern. Reference-based metrics
(SSIM, PSNR) are unsuitable for measuring the quality of gen-
erated images, since they naturally differ from the (reference)
training images. Instead, following INSIGHT, we compute
PSNR and SSIM between unprotected and denoised/protected
images, interpreted as in Case Study 1, and additionally report
BRISQUE for denoised images.
Results. Results are shown in Table VI.

RQ4: Our attack outperforms INSIGHT based on both Top-
1 and Top-3 accuracy. Our attack achieves a high Top-3
accuracy of 74.6%, compared to only 48.2% for INSIGHT,
rendering the Mist protection scheme ineffective. Our at-
tack also outperforms INSIGHT based on SSIM, PSNR, and
BRISQUE scores. We achieve the lowest BRISQUE (lower is
better) of 22.68, compared to a score of 60.88 when there is
no attack and 29.23 for INSIGHT. This quality is also visually
re�ected in the sample images of Figure 4 (more samples in
Figure 13 (Appendix)).

FINDING 7. Studies aimed at creating advanced
protection-removal attacks should invariably use off-the-
shelf img2img models as a benchmark for comparison. Our
results underscore the advantages of employing a simpler
method that leverages a robust, off-the-shelf model as opposed
to a more complex attack approach.

FINDING 8. Off-the-shelf img2img models can even out-
perform protection-removal attacks using a supervised learn-
ing approach, e.g., INSIGHT uses reference (clean) images to
guide the denoising process. Our attack does not require such

reference images or supervision.

B. Case Studies 6 and 7: Noisy Upscaling (ICLR'25) and
LightShed (USENIX Security'25)

Background. Noisy Upscaling [45] and LightShed [37] are
designed to remove protections to mitigate style mimicry.
In fact, both schemes were originally evaluated against the
Mist [65] protection scheme (also used in Case Study 4).
Therefore, we study these schemes together in this section.

Noisy Upscaling removes perturbations by �rst adding
Gaussian noise to an image and then applying the Stable Dif-
fusion Upscaler [88] to it. Directly using the SD Upscaler does
not remove any noise; however, the addition of Gaussian noise
in the �rst step helps with puri�cation. This is because the
SD Upscaler is originally trained on images augmented with
Gaussian Noise. LightShed is a more sophisticated scheme.
Unlike Noisy Upscaling and our approach, LightShed uses a
supervised learning scheme. As protection tools are usually
made publicly available, LightShed assumes that the attacker
can create a paired dataset of clean and protected versions
of images. Such a dataset is used to train an Autoencoder
with sophisticated loss terms to extract the perturbations in an
image. The extracted perturbation is subsequently subtracted
from the protected image to obtain the puri�ed image.
Experimental setup. Detailed setup is in Appendix G.

Attack setup: We use the attack setup studied in the Mist
work that personalizes text-to-image models for style mimicry.
Given a limited set of art images (e.g., 5 images), the adversary
aims to generate new variations that mimic their content or
style. This is implemented using Textual Inversion [38], where
a given limited set of images is used to �nd a new pseudo
word, S� in the embedding space of a frozen text-to-image
LDM [88] model. This pseudo word is then used to condition
the LDM model by leveraging its text-to-image functionality to
generate new style mimicking variations, e.g., using a prompt
“a photo of S� ”.

We use the LAION-Aesthetic dataset [31], [96] (used by
LightShed) and �lter 100 cat images (sampling strategy in
Appendix G). We create 20 5-image groups that are each
used to optimize a pseudo-word S� . These pseudo-words are
then used to conditionally generate 50 images each, obtaining
a total of 1000 images. When images are protected using
Mist, the defender aims for the pseudo word estimated by
the attacker to differ from “cat,” thereby producing images
that fail to accurately represent the concept of a cat and
appear more visibly distorted. In contrast, the attacker aims to
generate images without any visible distortions/perturbations
that accurately represent the concept of a cat.

For our attack, we choose FLUX and GPT-4o as our
denoising models. We use the trained checkpoint provided by
LightShed authors (for the Mist protection). More details are
provided in Appendix G.
User study to answer RQ4. We conduct a user study to
evaluate the performance of our attack compared to LightShed
and Noisy Upscaling. Note that Noisy Upscaling also relied on
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