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Abstract 
 

Over the past couple of decades, the field of natural language processing (and more broadly, 
human language technology) has seen the emergence and later dominance of empirical 
techniques and data-driven research.  An impediment to research progress today is the need for 
scalable algorithms to cope with the vast quantities of available data. 
 
The only practical solution to large-data challenges today is to distribute the computation across 
multiple machines.  Cluster computing, however, is fraught with challenges ranging from 
scheduling to synchronization.  Over the past few years, MapReduce has emerged as an 
attractive alternative to traditional programming models: it provides a simple functional 
abstraction that hides many system-level issues, allowing the researcher to focus on solving the 
problem. 
 
In this talk, I will overview "cloud computing" projects at the University of Maryland that 
grapple with the issue of scalability in text processing applications. 
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