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Abstract
Epidemic modeling is essential for public health
planning, yet traditional approaches rely on fixed
model classes that require manual redesign as
pathogens, policies, and scenario assumptions
evolve. We introduce EPIAGENT, an agentic
framework that automatically synthesizes, cali-
brates, verifies, and refines epidemiological sim-
ulators by modeling disease progression as an
iterative program synthesis problem. A central
design choice is an explicit epidemiological flow
graph intermediate representation that links sce-
nario specifications to model structure and enables
strong, modular correctness checks before code is
generated. Verified flow graphs are then compiled
into mechanistic models supporting interpretable
parameter learning under physical and epidemio-
logical constraints. Evaluation on epidemiologi-
cal scenario case studies demonstrates that EPI-
AGENT captures complex growth dynamics and
produces epidemiologically consistent counterfac-
tual projections across varying vaccination and
immune escape assumptions. Our results show
that the agentic feedback loop prevents degener-
ation and significantly accelerates convergence
toward valid models by mimicking professional
expert workflows.

1. Introduction
Epidemic modeling is a core tool for public health planning,
providing the analytical framework necessary for policymak-
ers to navigate disease dynamics and evaluate intervention
strategies, e.g., (Hethcote, 2000; Brauer et al., 2012; Ander-
son & May, 1991; Marathe & Vullikanti, 2013; Espinoza
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et al., 2023). During the COVID-19 pandemic, these models
proved indispensable for guiding high-stakes decisions and
informing public health policy (Loo et al., 2024). A typi-
cal epidemiological model encodes assumptions about dis-
ease transmission, immunity, and population stratification
and structure. Simulation-based analyses of these models,
which are calibrated using available data (usually limited
and noisy), are used to study projections and provide in-
sights about different policy scenarios. The COVID-19
Scenario Modeling Hub (SMH) demonstrates the value of
multi-model ensembles in providing robust, long-term pro-
jections to guide federal and state-level responses (MIDAS
Network, 2025; Reich et al., 2022). Since such projections
directly inform resource allocation and clinical policy, the
integrity, interpretability, and reliability of the modeling
process are paramount. Such efforts have expanded since to
support seasonal projections across multiple pathogens, in-
cluding influenza and RSV. Multiple modeling frameworks
such as agent-based models (Chen et al., 2024) and metapop-
ulation models (Porebski et al., 2024) have been used to
support this effort, ranging across scenarios pertaining to
pathogen characteristics (Truelove et al., 2022), vaccina-
tion recommendations (Jung et al., 2024; Loo et al., 2025),
non-pharmaceutical interventions (Borchering, 2021).

Epidemiological modeling pipelines today rely heavily on
manual model design and expert intervention. When poli-
cies change, new variants emerge, or immunity assumptions
shift, epidemiologists must redesign model structures, re-
vise transition logic, and re-implement simulators—an it-
erative and time-consuming process that limits scalability
and responsiveness. Large Language Models (LLMs) and
agentic AI systems have demonstrated significant potential
in automating complex scientific and engineering workflows
through iterative generation and refinement, e.g., novel sym-
bolic regression strategies to learn complex models from
data (Grayeli et al., 2024). Agent-based frameworks have al-
ready been deployed in fields such as code synthesis (Zhang
et al., 2024; Wang et al., 2024; Hong et al., 2024) and au-
tomated research laboratories (Schmidgall et al., 2025). In
these systems, structured artifacts—–such as simulation
codes or experimental protocols–—are generated, and cor-
rected through autonomous feedback loops (Lu et al., 2024).
However, such methods have not been explored for epidemi-
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Figure 1. Data �ow in EPIAGENT has the following structure: Prompt$ Flow Graph ! Simulator Code! Results. The �ow graph
is an abstract representation of the epidemic model being learned, and supports veri�cation. The �ow graph is transformed into the actual
epidemic model and is calibrated, and fully veri�ed. These components correspond to the architecture of EPIAGENT in Figure 2.

ological models, a signi�cantly more sophisticated task than
the aforementioned science applications. The motivating
question for our work is thus: can agentic systems be devel-
oped to assist in epidemiological modeling and analysis?

We show how naively prompting LLMs to generate compart-
mental models and simulators leads to frequent structural
inconsistencies and fragile behavior. We introduce EPI-
AGENT, an agentic framework for constructing epidemic
models from natural-language epidemic study descriptions;
a crucial component in EPIAGENT is a �ow graph represen-
tation, which helps improve the robustness of the learned
models, as illustrated in Figure 1. Our main contributions
are: (1.) We introduce retrieval-augmented �ow graph syn-
thesis, which bridges scenario speci�cations and mathemati-
cal structure by generating epidemiological �ow graphs that
satisfy hard structural constraints, and valid compartmental
transitions, and can be veri�ed more easily. (2.) We present
a graph-to-model compilation mechanism that transforms
veri�ed �ow graphs into mechanistic simulators providing
an explicit structural scaffold for disease parameter learning
with the real-world data. (3.) We design a multi-agent ver-
i�cation and validation architecture in which specialized
agents enforce correctness properties—mathematical valid-
ity, scenario �delity, and mechanistic interpretability—and
provide actionable feedback, mirroring expert epidemiolog-
ical modeling work�ows. (4.) We evaluate EPIAGENT on
epidemiology modeling studies (MIDAS Network, 2025),
and a behavioral SEIR baseline (Gozzi et al., 2025), demon-
strating that the generated simulators achieve accurate �ts
to observed trajectories, produce epidemiologically consis-
tent counterfactual projections, and converge to valid model
structures more reliably than unguided generation.

Highlights of EPIAGENT include scaffolded autonomy for
robust model generation and �ow-graph representations in-
stead of hard-coded constraints (Section C). Future work
will improve robustness under incomplete scenario descrip-
tions (Section C.1).

2. Related Work

Epidemiological Modeling. This is a core tool for pub-
lic health planning (Marathe & Vullikanti, 2013; Venkatra-
manan et al., 2019; Espinoza et al., 2020; Mahmud et al.,
2025; Dixit et al., 2023), since data is usually limited, and
policy analysis questions cannot be solved simply using
machine learning methods. Large-scale efforts such as the
COVID-19 Scenario Modeling Hub demonstrate the value
of ensemble-based evaluation across diverse mechanistic
and statistical models (MIDAS Network, 2025; Howerton
et al., 2023; Shea et al., 2023). This highlights the challenge
of maintaining structural consistency and interpretability
under distribution shift, as evolving policies, variants, and
immunity assumptions often require manual redesign of
model structure rather than parameter re-estimation.

Discovering equations and physical models from data.
This class of work includes symbolic regression, sparse
identi�cation, and system identi�cation aims to recover gov-
erning equations from data (Brunton et al., 2016; Rudy
et al., 2017; Champion et al., 2019; Ljung et al., 1987;
Brunton et al., 2021; Shojaee et al., 2023). Another related
topic involves neural ODEs and physics-informed neural net-
works, which learn continuous-time dynamics with neural
components (Chen et al., 2018; Raissi et al., 2019; Karni-
adakis et al., 2021; Rackauckas et al., 2020; Cuomo et al.,
2022). However, epidemic simulators differ in important
ways: they encode structured compartment transitions and
scenario-driven intervention logic, and are often used for
counterfactual and mechanistic reasoning, where black-box
components and �xed topologies can hinder interpretability
and scienti�c validity, even when trajectory �ts are accurate.

Agentic Scienti�c Modeling Systems. Recent work has
explored agentic and automated scienti�c modeling sys-
tems that leverage LLMs for program synthesis, repair, and
iterative re�nement through execution feedback and tool
use (Yao et al., 2022; Madaan et al., 2023; Wang et al.,
2024; Zhang et al., 2024; Guan et al., 2026a), as well as
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broader 'AI scientist' frameworks for automating research
work�ows (Lu et al., 2024; Schmidgall et al., 2025) and
symbolic regression (Grayeli et al., 2024). These systems
primarily target syntactic correctness and empirical per-
formance; typically lack domain-speci�c mechanistic con-
straints or support structural revision as a �rst-class oper-
ation. EPIAGENT addresses this gap by treating epidemic
simulator construction as an agentic, scenario-conditioned
process that explicitly represents and veri�es mechanistic
structure, integrating veri�cation and validation (V&V) into
generation loop to support reliable counterfactual analysis.

3. Problem Statement

3.1. Preliminaries

A large number of models are used in epidemiology, here,
we focus on compartmental epidemic models, (Hethcote,
2000; Brauer et al., 2012; Anderson & May, 1991). A
canonical example is the SEIR model, which partitions the
population into susceptibleS(t) , exposedE(t) , infectious
I(t), and recovered R(t):

dS
dt = �� SI

N ; dE
dt = � SI

N ��E; dI
dt = �E �
I; dR

dt = 
I

whereN = S + E + I + R is the total population,� is the
transmission rate,� is the incubation rate, and
 is the recov-
ery rate. Most epidemic analyses involve introducing addi-
tional states and transitions (e.g., to represent interventions,
immunity, and population heterogeneity). We refer to a spe-
ci�c epidemiological study as a scenario, denoted bys. This
could include (i) assumptions about disease-dynamic (e.g.,
variants, hospitalization), (ii) interventions (e.g., timing, in-
tensity, and compliance of non-pharmaceutical policies),
and (iii) population heterogeneity (e.g., spatial structure,
demographic variation, or contact patterns). LetX denote
a partitioning of the population into sub-populations (e.g.,
based on age groups), referred to as patches. LetV denote
the set of health states being represented over all patches in
X , and letx(t) 2 R K denote the vector of epidemic state
values (e.g., fraction of susceptible and infectious people),
whereK = jV j . An epidemic model for scenarios, de-
noted byf s

� (x(t)) , provides the state vector values at time
t + 1 . � encodes disease and intervention parameters–may
include parameters such as(�; �; 
) , or time-varying param-
eters such as�(t) or 
(t) to capture behavioral or seasonal
effects, or structured parameter functions driven by exoge-
nous covariates. Some studies, such as the CDC Scenario
Modeling Hub (MIDAS Network, 2025), require develop-
ing models for a set of scenarios, denotedS. There is
signi�cant theory that can be leveraged about validity of
mechanistic models, e.g., non-negativity of parameters, and
monotonicity of cumulative quantities, e.g., (Brauer et al.,
2012). A simulation for a modelf s

� (�) refers to the actual
implementation of the dynamical system model.

To better understand model �t and expressive capacity, we
also consider hybrid composition models. In these mod-
els, the parameter set� is learned using a neural network
(Chopra et al., 2023; Guan et al., 2026b; Datta et al., 2025).
Such hybrid models increase �exibility when �tting com-
plex or multi-peak epidemic trajectories, but are hard to
interpret due to the black box component. Here, we include
such models and study the improvement in �t by neural
augmentation, but this is not the main focus of our work.

Scenario Flow Graph. Each scenarios 2 S can be rep-
resented by a directed epidemiological �ow graph,G =
(V; E), on the nodes inV , where each edge(u; v) 2 E
denotes an admissible transition, and is parameterized by
shared disease parameters� . The SEIR model, incorporat-
ing disease-induced mortality can be represented by the di-

rected �ow graph S
�

��! E ���! I



��! R; I
�

��! D

whereS, E , I , R, andD denote the susceptible, exposed,
infectious, recovered, and deceased compartments, respec-
tively. The parameters� , � , 
 , and� correspond to the
transmission, progression, recovery, and disease-induced
death rates (Brauer et al., 2012).

3.2. Problem De�nition

Let D =
�

x (s)
i (p; t); i 2 V 0

	 S;T
s=1;t=1 denote the dataset of

observed epidemiological time series data for a subset of
node statesV 0 for each patchp 2 X over discrete weekly
time stepst = 1; : : : ; T . We restrict the model parameters
and the compartmental �ows to a feasible set of constraints
C � �, de�ned as

C =
n

� 2 �
�
� g(�) � 0; h(�) = 0

o
; (1)

whereg(�) encodes inequality constraints such as disease
parameter positivity, boundedness, and numerical stability
conditions, andh(�) encodes constraints such as conserva-
tion laws and normalization constraints—incorporated inC.
GivenD andS, learning an epidemic model corresponds to
solving the following optimization problem:

� ? = arg min
�2C

PX

p=1

TX

t=1

L
�

f S
� (�);

�
x (s)

i (p; t)
� �

(2)

whereL(�) denotes loss function that measures the discrep-
ancy between simulated and observed trajectories.

Given a set of scenariosS, speci�ed using natural language
description and observational dataD, the goal of EPIAGENT

is to produce epidemiological modelsf s
� ; s 2 S, and the

simulations, satisfying the following properties: (1) Satisfac-
tory accuracy: the generated models should minimize the
empirical loss as formalized by the optimization objective
in Eq (2). (2) Model validation and veri�cation: the learned
modelsf s

� ; s 2 S should satisfy constraints from epidemi-
ology theory (Eq 1, details in § 4.5). and (3) Scenario
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Figure 2. Agentic pipeline for epidemic scenario modeling and ensemble simulation. Natural-language scenarios are augmented with
domain knowledge (§4.1), to produce prompts that guide �ow-graph synthesis (§4.2). Generated graphs are iteratively veri�ed to enforce
valid compartmental structure and transitions. Given a veri�ed graph and scenario description, an LLM planner instantiates executable
simulator code with automated error recovery (§4.3). Simulators are calibrated on observed data and evaluated as a scenario ensemble
(§4.4). A multi-agent veri�cation and validation stage enforces epidemiological and scenario-consistency constraints, retaining only
structurally and behaviorally valid models (§4.5).

consistency and validity: the learned models should remain
internally consistent across scenarios and faithfully re�ect
each scenario's assumptions, interventions, and constraints.

4. Method

We introduce EPIAGENT, an agentic framework for epi-
demiological modeling. Figure 1 presents a high-level view
of the system's data �ow from natural-language scenario
prompts to simulation outputs, while Figure 2 details the
internal agentic pipeline that implements this architecture.
Below, we describe the main components of EPIAGENT.

4.1. Scenario Parsing and Knowledge Retrieval

The �rst phase of EPIAGENT takes a natural-language sce-
nario speci�cationS as input and outputs a knowledge-
augmented user-generated prompt encoding explicit struc-
tural and scenario constraints C for �ow-graph generation.

For extracting relevant knowledge, epidemic descriptions
are embedded using a sentence-transformer model and aug-
mented with relevant epidemiological knowledge retrieved
from a curated corpus using a FAISS-based vector index
(Reimers & Gurevych, 2019; Douze et al., 2024). Retrieved
passages are combined with the speci�cation to form a
knowledge-augmented prompt, grounding model construc-
tion in established epidemiological theory (Gao et al., 2023).

4.2. Knowledge-Augmented Synthesis of
Epidemiological Flow Graphs

The epidemiological �ow graphG = (V; E) forms the
structural basis of the simulator. We generate it through

an iterative, knowledge-conditioned process guided by epi-
demiological constraints and scenario assumptions, with a
veri�cation loop enforcing structural correctness of com-
partments and transitions.

Graphs that violate these constraints are rejected and regen-
erated using explicit error feedback. Graphs that pass these
checks are then subjected to an agentic veri�cation loop that
evaluates scenario consistency and requires epidemiological
justi�cation of the proposed transitions. During this step,
structured feedback is injected to correct speci�c de�cien-
cies (e.g., missing waning transitions, invalid vaccination
�ows, or inconsistent compartment semantics), producing
a revised graph. Veri�cation is automated by (i) checking
alignment between compartments and scenario assumptions
(e.g., vaccination eligibility, immune escape, and waning),
and (ii) enforcing explicit epidemiological justi�cation for
each transition. The loop terminates only when the graph is
veri�ed as valid under both structural and scenario-speci�c
criteria. If veri�ed as valid, the loop terminates. This graph-
level veri�cation prevents invalid structures from propa-
gating into executable code. A sample graph-veri�cation
response is shown in Appendix Figure 16.

4.3. Dynamical System Model and Simulator
Generation

Given a veri�ed �ow graph and disease speci�cations, EPI-
AGENT instantiates a dynamical model and its executable
simulator,f s

� (�) . The graph de�nes the system of ordinary
differential equations, after which simulator code is auto-
matically generated and calibrated against ground truth.

Skeleton Code and Execution Interface. To ensure exe-
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cutability and reproducibility, we provide the model with
a code skeleton,CK, that �xes the execution interface
while leaving epidemiological logic unconstrained. It de-
�nes environment-dependent components—module struc-
ture, time indexing, and scenario identi�ers—and requires
the simulator to implement a differentiable forward pass out-
putting scenario-speci�c target trajectories (e.g., infection
and death counts) (Fig 13, Appendix). Separating the �xed
interface from the model logic enables automated execution,
training, and validation without manual intervention.

Constraint-Guided Prompting. Alongside the skeleton
code, we impose a set of hard constraintsCthat guide gen-
eration and prevent common failure modes. Derived from
external epidemiological knowledge or hardcoded, they fall
into two categories: (i) constraints enforcing valid epidemic
structure, such as numerical stability and compartmental
consistency, and (ii) execution constraints preventing unsafe
coding behaviors, such as reassigning trainable parameters
within the forward pass. We deliberately avoid enforcing
parameter non-negativity through ad hoc clipping; instead,
violations indicate that the model itself must be revised. Epi-
demiological principles are provided as soft constraints to
encourage interpretable designs without limiting expressive-
ness. Together, these constraints ensure generated simula-
tors are both executable and scienti�cally meaningful.

LLM Planner Agent, A plan . This planning agent gener-
ates differentiable simulator code by instantiating prede�ned
execution skeletons with compartmental structures derived
from the veri�ed �ow graph, conditioned on the given speci-
�cations. It has an Error Recovery Module that monitors ex-
ecution during compilation, simulation, and training. When
runtime, numerical, or structural errors occur (e.g., shape
mismatches, invalid tensor operations, solver instability, or
differentiability violations), it captures the full error trace
and returns it as structured feedback to the coding agent,
which revises the implementation while preserving the pre-
scribed skeleton and scenario constraints. This loop runs for
a bounded number of retries, ensuring robust autonomous
code generation without manual intervention.

4.4. Training and Calibration

For each generated simulator, disease parameters� are
calibrated to observational data using gradient-based op-
timization. We use a mean squared error (MSE) loss over
infection and deceased levels and �rst-order differences:
L = 1

P

P P
p=1

�
MSE(x̂ p; xp) + MSE(�x̂ p; �x p)

�

Where,�x t = x t+1 � x t . Parameters are shared across sce-
narios unless explicitly overridden by the scenario speci�ca-
tion, ensuring that scenario-dependent differences arise from
modeled mechanisms rather than independent re-�tting. The
calibrated simulator is then evaluated by generating projec-
tions across all scenarios. Optimization hyperparameters,

including the optimizer and learning-rate schedule, are �xed
and prede�ned; the agent is restricted to completing the sim-
ulator skeleton and cannot modify the training environment.

4.5. Multi-Agent Veri�cation and Validation (V&V)

V&V is enforced through automated LLM-driven modules.

Veri�cation Module. This module checks the structural and
numerical correctness of the simulator, including: (i) con-
sistency between the executable codef s

� (�) and the veri�ed
�ow graph G, (ii) non-negativity of states and parameters:
For all compartmentsx i (t) � 0 for all t, preventing un-
physical population counts, (iii) conservation of population
mass: The system must satisfy

P
i

dx i
dt = 0 , ensuring the

total population remains constant, excluding deceased �ows,
and (iv) numerical stability during simulation.

Model Reasoning Module. This module analyzes and ex-
plains the generated code and model structure, providing
explicit justi�cations for compartment choices, parameteri-
zation, and dynamical assumptions, thereby improving in-
terpretability and transparency.

Validation Module. This module evaluates plausibility
and scenario �delity, assessing whether simulated outcomes
re�ect intended scenario mechanisms and cross-scenario
differences across all evaluated scenarios.

Finally, the Performance Feedback Module evaluates cali-
bration and validation results (e.g., loss trends, generaliza-
tion gaps) and produces targeted feedback to guide iterative
model re�nement toward improved predictive performance.
The full procedure is formalized in Algorithm 1, Appendix.

5. Experimental Setup

Datasets. We evaluate our framework using scenario mod-
eling case studies from the COVID-19 Scenario Modeling
Hub archive, which comprises 19 scenario rounds (Case
Study I). Each round speci�es structured assumptions over
interventions, vaccination, and immunity, together with
corresponding epidemiological time series for projection
and evaluation (MIDAS Network, 2025). We additionally
consider Case Study II, which evaluates calibration and
probabilistic projection on real-world epidemiological data
using a standard age-structured behavioral SEIR model.
This study uses publicly available COVID-19 surveillance
data from four heterogeneous locations, including reported
deaths, mobility-derived behavioral signals, and seasonality
covariates (Gozzi et al., 2025). Compartmental structures
and transition semantics are derived from established formu-
lations in mathematical epidemiology (Brauer et al., 2012),
which serve as the epidemiological knowledge base queried
via retrieval-augmented generation (RAG).

LLM Selection. Epidemiological �ow graphs are generated
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usinggpt-4o-mini (Achiam et al., 2023). Knowledge
retrieval is implemented using sentence-transformer embed-
dings (all-MiniLM-L6-v2 ) indexed with FAISS, which
enables ef�cient semantic retrieval from epidemiology text-
books. We usegpt-4.1 for planning and simulator code
generation, as these stages require higher reasoning capac-
ity, while veri�cation, validation, and feedback agents use
the lighter-weightgpt-4.1-mini model to reduce com-
putational cost without sacri�cing correctness. We also
evaluate open-source (Qwen-Coder) and frontier (GPT-5.2,
Opus 4.6) models as planner/generator, �nding that simpler
models suf�ce for EPIAGENT (§D.2).

Agentic Con�guration. LLM agents operate under con-
trolled and adaptive sampling. The temperature is initial-
ized at zero to encourage deterministic generation and is
increased only when repeated or cyclic responses are de-
tected. Token budgets, rate limits, and a �xed maximum
number of retries are enforced to bound inference cost.

Execution Environment. All simulators are calibrated by
completing a �xed PyTorch execution environment and are
trained in a prede�ned setting with a �xed optimizer (Adam)
and learning-rate scheduler (ReduceLROnPlateau).

Hardware Con�guration. All experiments are conducted
using PyTorch with GPU acceleration on NVIDIA Tesla
V100-SXM2 GPUs (32GB memory) with CUDA.

5.1. Ablation Study

To isolate the contribution of EPIAGENT's key design
choices, we conduct targeted ablations that remove (i) �ow-
graph veri�cation, (ii) access to external epidemiological
knowledge, and (iii) the �ow-graph intermediate representa-
tion (i.e., direct scenario-to-code generation). We evaluate
each variant by inspecting the validity of the induced model
structure, the frequency and severity of structural errors, and
the number of generate–verify iterations required to reach a
mechanistically valid simulator.

Without Flow-Graph Veri�cation. Omitting graph-level
veri�cation results in epidemiologically invalid structures
that propagate into dynamical models. Across our exper-
iments, incorrect �ow graphs result in incorrect scenario
projections in over 87% of cases, underscoring the necessity
of explicit graph-level veri�cation.

Without External Knowledge Retrieval (No RAG). With-
out epidemiological knowledge retrieval, the LLM defaults
to the simplest SEIRD-style graphs, often omitting scenario-
speci�c mechanisms such as waning immunity, or age-
targeted vaccination. Empirically, knowledge guidance re-
duces the average number of graph-generation iterations
with feedback by � 20%. (Figure 9 and 10, Appendix).

Without Flow-Graph Intermediate Representation (Di-

rect Scenario-to-Code). Direct equation generation from
scenario text often produces structural errors, such as miss-
ing compartments, duplicated states, or invalid transitions
(e.g.,R ! D ) (Figure 11, Appendix). These errors are
dif�cult to detect and recover at the code level. Introducing
an explicit �ow-graph intermediate representation decou-
ples structural validation from equation synthesis, enabling
targeted veri�cation and substantially improving reliability.

6. Results

We evaluate the proposed agentic framework through two
complementary case studies to assess calibration accuracy,
structural correctness, and counterfactual reasoning. Case
Study I evaluates whether agent-generated simulators cor-
rectly interpret and execute complex counterfactual scenar-
ios. Case Study II evaluates whether EPIAGENT can recover
and deploy a standard behavioral epidemiological model for
�tting and probabilistic projection across real-world data.
Together, these case studies evaluate EPIAGENT by address-
ing the following questions.
1. Can EPIAGENT calibrate epidemic dynamics? (§6.1)
2. Does graph veri�cation avert incorrect solutions? (§6.2)
3. Does code-level veri�cation prevent degenerate low-loss
solutions (e.g., negative states, mass imbalance)? (§6.2)
4. Do scenario-conditioned models respond correctly to
counterfactual interventions? (§ 6.3)
5. Does agentic feedback improve performance? (§6.4)
6. Can EPIAGENT be applied to classical epidemiological
models to generate reliable projections? (§6.5)

Table 1. Performance comparison of modeling approaches.

Model MAE MSE RMSE

State-avg
Time-invariant dynamical 3.84�10�3 3.10�10 �5 5.50�10 �3

Time-variant (�t ; 
 t ) 8.90�10 �4 1.30�10 �6 1.10�10 �3

Neural-incorporated 6.27�10�4 7.50�10 �7 8.00�10 �4

Nationwide
Time-invariant dynamical 2.12�10�1 9.57�10 �2 3.09�10 �1

Time-variant (�t ; 
 t ) 4.26�10 �2 2.53�10 �3 5.03�10 �2

Neural-incorporated 2.22�10�2 7.13�10 �4 2.67�10 �2

While EPIAGENT is designed for general epidemiologi-
cal modeling, we also use a speci�c COVID-19 scenario-
modeling round as a primary case study to demonstrate its
counterfactual reasoning capabilities. For comparison, we
also evaluate general-purpose LLM agents (Nathani et al.,
2025; Holt et al., 2024) and zero-shot prompting of frontier
models–GPT 5.2 and Claude Opus 4.6 (§D.1).

6.1. Empirical Calibration of Generated Simulators

We �rst evaluate the empirical calibration of the simula-
tors produced by EPIAGENT by comparing their projected
trajectories against observed epidemiological data. Figure
3 shows the �t of the simulator with time variant disease
parameters with uncertainty. Allowing time-varying disease
parameters (e.g.,�(t) , 
(t) ) improves short-term forecast-
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