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Abstract—Due to inaccuracies in data acquisition, time series
data often suffer from noise and instability which leads to inac-
curate data mining results. The ability to handle noisy time series
data is thus critical in many data-driven real-time applications.
Using the locality feature of time series, feed-forward deep neural
networks has been effectively used for time series denoising.
In this paper, in order to understand the underling behavior
of denoising neural networks, we use an information theoretic
approach to study the flow of information and to determine how
the entropy of information changes between consecutive layers.
We develop analytical bounds for multi-layer feed-forward deep
neural networks deployed in time series denoising. Numerical
experiments support our theoretical conclusions.

I. INTRODUCTION

Time series analytics is considered as a critical component

in various domains including operations research, forecasting,

and cyber-physical systems [1], [2], [3]. With recent advance-

ments in sensor technologies, social networks, and telemetry,

an enormous number of time series are generated everyday and

with the help of various machine learning techniques, policy

makers and scientists are now able to deploy these time series

in important applications such as epidemiological forecasting,

anomaly detection, and financial forecasting [2], [4], [5], [6].

In many real-world applications, due to inaccuracies in

data acquisition, time series are naturally unstable and noisy

[7], [8]. Such noise and instability may arise due to various

reasons such as incorrect measurements, faulty sensors, or

imperfect data collection. On the other hand, machine learning

algorithms are sensitive to outliers. Therefore, any noise and

instability can be considered as a source of estimation error

and performing any further analysis using such noisy time

series will subsequently lead to inaccurate reasoning and

forecasting. Therefore, Various techniques have been proposed

in the literature to address the issue of noisy time series [9].

Deep learning and deep neural networks (DNNs) have

been shown to be among the most efficient machine learning

paradigms, specifically for supervised learning tasks. Deep

learning frameworks have been successfully applied to various

applications [10], [11]. Deep neural networks are considered as

multi-layer structures, constructed by simple processing units

known as neurons that process input information to generate

a desired output [12]. Autoencoders and deep neural networks

have been previously used for image denoising applications

[13], [14], [15]. Traditionally, autoencoders have been used

for feature selection and dimensionality reduction purposes.

In [15], the authors proposed an autoencoder based solution

for denoising of data for classification tasks. In [9], application

of multi-layer feed-forward neural networks has been explored

for online denoising of time series.

While DNNs have shown their capability in solving machine

learning problems, they have been traditionally deployed in

a heuristic manner [16], [17]. However, to be able to use

these structures more efficiently, we need to have a deeper

understanding of their underling dynamic behavior [17].

Mehta and Schwab shown in [18] that deep learning is

related to renormalization groups in theoretical physics and

provide a mapping between deep learning methods and vari-

ational renormalization groups using Restricted Boltzmann

Machines. In [16], Tishby and Zaslavsky proposed a the-

oretical framework, based on the principle of Information

Bottleneck [19], to analyze the DNNs where, the ultimate goal

of deep learning has been formulated as a trade-off between

compression and prediction. In [16], the authors claim that an

optimal point exists on the compression-distortion plane that

can efficiently address that trade-off. Moreover, they suggest

that an Information Bottleneck based learning algorithm may

achieve the optimal information representation.

In this paper, we analyze the flow of information in a

denoising deep neural network using an information theoretic

approach. Theoretical bounds will be developed for the change

of entropy in different layers of a denoising feed-forward

neural network as well as the mutual information between the

input and output layers. Numerical experiments with both real-

world and synthetic time series support the theoretical results

of the paper.

The remainder of this paper is organized as follows. Section

II, reviews the principle concepts of time series denoising

using feed-forward deep neural networks. In Section III, we

analyze the flow of information in denoising deep neural

networks. Theoretical bounds are determined for the mutual

information between the input and output layers of the network

in Section IV. Section V is dedicated to concluding remarks.
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Fig. 1. Feed-forward DNN with delay line.

II. TIME SERIES DENOISING AND DEEP NETWORKS

A wide range of solutions have been proposed in the

literature to address the issue of noisy time series [2], [7],

[8], [20], [21]. As an example, Bayesian Networks have been

used in [21] to impute missing values in time series. Weissman

et al. in [20] proposed the discrete universal denoiser (DUDE)

algorithm for offline denoising of a data sample from its noisy

version, with the assumption of an i.i.d noise generating mech-

anism (modeled through a noisy memoryless channel). DUDE

assumes the statistical knowledge of the noisy mechanism but

makes no assumptions about the distribution of the underly-

ing data. It is shown in [20] that this algorithm converges

asymptotically to the optimum Bayes offline denoiser. In [7],

Khadivi et al. proposed online versions of DUDE algorithm

to address the trade-off between time-sensitivity and accuracy

in time series denoising. In [8], authors proposed a framework

to model time series forecasting based on communications

theory, using which the level of noise in a time series can

be estimated.

In this section, we review the application of deep neural

networks for time series online denoising. A straightforward

solution for this purpose is to use noiseless and stabilized

samples of time series to train a neural network and then use

the trained network for denoising purposes [9]. Most of the

times, real-world time series demonstrate locality of values
feature which means that the value of the consecutive samples

of time series are relatively close. Due to this locality property,

consecutive samples of the time series can be used as the

input to the denoising model. Addressing the locality in a

time series can be handled using context windows as described

in [7], [20] with tapped delay lines (TDL) [22]. The generic

structure of a neural network with a TDL in the input layer is

illustrated in Fig. 1. In this figure, X is the noisy time series

and k consecutive samples of X are fed into the deep neural

network structure to generate the final (denoised) result. It is

worth mentioning that using the TDL in the input layer helps

us to perform denoising of each sample of time series using

the information that is provided by the neighboring samples

which reflects the locality of time series.

In the training phase of the denoising DNN, noiseless

samples of time series are manipulated by noise injection.

The synthetically generated noisy data is given to the neural

network together with its noiseless equivalent. However, noise

is a random effect and hence, for each noiseless data sample,

multiple noisy samples should be fed into the neural network

TABLE I
SUMMARY OF SIMULATION RESULTS AND SETTINGS. SIZE OF ALPHABET,
|A|, NUMBER OF NEURONS IN HIDDEN LAYER,m, AND WINDOW SIZE, k,

ARE DIFFERENT FOR EACH TIME SERIES [9].

eNoisy eDenoised eNoisy eDeoised
Source Name |A| m k Uniform Uniform Normal Normal

WUT Blacksburg 4838 1 9 200.68 85.98 960.8 89.81
WUT Christiansburg 3878 3 2 23.88 15.86 779.64 44.82
WUT Radford 3926 9 1 67.00 60.56 778.46 66.74
WUT Salem 3836 1 1 72.92 25.96 765.27 30.00
WUT Roanoke 4199 9 2 386.01 135.49 841.35 153.45
WUT Organic Food 5328 8 7 1064.27 500.30 1057.47 525.80
WUT Organic Chemistry 7370 5 6 1817.86 735.43 1461.02 736.94
WUT Organic Compound 5342 7 9 1209.21 413.49 1065.18 446.12
WUT Organic Farming 11916 4 9 3404.96 614.07 2374.77 556.35
WUT Organic Matter 3049 9 1 485.43 118.42 662.37 145.28
PAHO Argentina 1815 3 2 396.73 364.08 355.03 281.46
PAHO Bolivia 503 4 2 161.90 83.44 98.57 80.96
PAHO Guatemala 95 8 2 9.26 7.58 18.73 9.69
PAHO Honduras 49 3 1 10.16 11.43 9.53 9.60
PAHO Panama 59 4 2 14.13 11.60 11.69 9.77

for training. After training, the neural network is ready for

denoising purposes.

Experimental results have shown that feed-forward neural

networks can be effectively used for time series denoising.

In this section, we provide some representative results which

demonstrate the relative performance of the proposed algo-

rithm. More numerical results are presented in [9]. For these

experiments, 15 time series introduced in Table I are used.

These time series have been collected from two sources: 10

time series are Wikipedia Usage Trends (WUT) collected

from the Internet1 and five time series are collected from Pan

American Health Organization (PAHO) website, representing

weekly count of people with Influenza like illnesses in differ-

ent countries [2]. For each time series, 75% of data is used

for the training purpose and the remaining 25% is used during

the denoising phase. Uniform and normal noise are injected to

each time series for 50 times and the average RMS error of the

noisy and denoised time series with respect to the noiseless

data are measured and reported in Table I. For uniform noise

injection, with probability of ε, each symbol of the time series

will be replaced with a new symbol, uniformly selected from

the range of time series alphabet. Injected normal noise is

a zero mean Guassian noise with standard deviation of σ. In

Table I, ε is 0.35 and σ is 0.2. We can observe that for most of

the time series, the RMS error has been reduced significantly.

III. FLOW OF ENTROPY IN DENOISING DNNS

In this section, we provide an information theoretic frame-

work to analyze the flow of entropy in denoising feed-forward

neural networks.

Let us assume that the noiseless time series is X =
x1, · · · , xt and the noisy observation is Z = z1, · · · , zt.
Moreover, assume that a ν layer feed-forward neural network

is used for denoising and the denoised output of the network is

X̂ = x̂1, · · · , x̂t. If at each denoising step we fed a k-sample

subset of the time series to the neural network, at a particular

time, t, the input to the network is Zt
t−k+1 = zt−k+1, · · · , zt,

its noiseless equivalent is Xt
t−k+1 = xt−k+1, · · · , xt, and

1https://www.wikipediatrends.com/
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Fig. 2. Model of a feed-forward DNN used in a denoising process.

TABLE II
SUMMARY OF NOTATIONS.

Symbol Meaning

X Noiseless time series
Z Noisy time series

X̂ Denoised time series

xi ith sample of X
zi ith sample of Z

x̂i ith sample of X̂
Xtt−k+1 k-sample subset of time series X

Ztt−k+1 k-sample subset of time series Z

X̂tt−k+1 k-sample subset of time series X̂
ν Number of layers in the neural network

Zj Data representation in the jth layer of the neural network
ηt Noise sample at time t
ηtt−k+1 k-sample subset of noise

zn A combination of neuron outputs in layer n
Zn Set of all possible output combinations in layer n
Sn Layer n input space partition
Δn Entropy reduction from layer n− 1 to layer n
Δ′
n Conditional entropy reduction from layer n− 1 to layer n
H(Nk) Noise entropy

the denoised data is X̂t
t−k+1 = x̂t−k+1, · · · , x̂t. Summary of

notations is illustrated in Table II.

The typical structure of a denosing feed-forward DNN is

illustrated in Fig 2. In this figure, input layer is represented by

Zt
t−k+1 and the representation of data in the ith hidden layer

is shown by Zi. We assume that the network has ν layers and

the output layer, i.e. Zν , should be a denoised estimation of

the input. As we mentioned in the last section, in the feed-

forward denoising neural network locality feature of real-world

time series is deployed for the denoising process. Hence, at

the input layer, k consecutive samples of the time series are

fed into the network. In other words,

Zt
t−k+1 = X

t
t−k+1 + η

t
t−k+1 (1)

where, X is the noisless time series and ηtt−k+1 represents k

i.i.d. noise samples. Furthermore, without loss of generality,

we assumed that in the output layer we generate k consecutive

samples of the denoised time series, i.e. X̂ . Hence we have,

Zν = X̂t
t−k+1 (2)

Note that in the denoising process, while we pass a block of

size k to the neural network and a block of size k is generated

at the output layer of the denoiser, we create these blocks of

time series samples using a sliding window and hence, only

one sample of the time series is denoised in each pass. Strictly

speaking, in order to denoise Xt + ηt (i.e. one sample of

noisy time series at time t), k consecutive noisy samples, i.e.

Xt
t−k+1 + η

t
t−k+1, are used as the input block.

In Fig. 2, each layer is constructed by multiple neurons that

process the information in parallel and the output of the jth

neuron in layer n is calculated as follows:

zn,j = g
n
j (zn−1) = f

n

(
mn−1∑
i=1

wn
i,jzn−1,i + b

n
j

)
(3)

where mn−1 is the number of neurons in layer n−1 and wn
i,j

is a weight that connects the output of the ith neuron in layer

n − 1 to the input of the jth neuron in layer n. Also, bnj is

the bias of the jth neuron in layer n and fn(·) is the output

function of the neurons in this layer. To illustrate (3) in vector

notation we say:

z
n = Gn(zn−1) (4)

where zn is a combination of neuron outputs in layer n,

i.e. zn = [zn,1, · · · , zn,mn ]. The total number of possible

output combinations in the nth layer is illustrated by κn which

depends on the output functions and the input space. As an

example, with binary output functions, κn = 2mn . At the nth

layer, Zn = {zn1 , · · · , znκn} is the set of all possible output

combinations. It should be noted that a single neuron has a

very limited processing capability. As a matter of fact, an

individual neuron can only implement a hyper-plane in its
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input space and hence, not all the mappings from its input

to its output are feasible. This limitation is one of the main

reasons that neural networks are constructed by multiple layers

of interacting neurons.

The neural computation that occurs in each layer performs

a mapping between the outputs of the consecutive layers. In

other words, various output combinations in layer n − 1 are

mapped to certain output combinations in layer n. Depending

on the weights, bias, and the output function in layer n, there

are two possibilities:

• Each unique combination of neuron outputs in layer n−1
is uniquely mapped to a combination of neuron outputs

in layer n. In other words:

∀z1, z2 ∈ Zn−1 ∴ Gn(z1) �= Gn(z2)

In this case, regardless of the number of neurons in each

layer, we have κn = κn−1.
• Multiple (at least two) combinations of neuron outputs in

layer n−1 are mapped to a single combination of neuron

outputs in layer n. In other words:

∃z1, z2 ∈ Zn−1 ∴ Gn(z1) = G
n(z1)

and in this case, we have κn < κn−1.
It is worth mentioning that the mapping in each layer of

the denoising DNN is also a partitioning of the layer’s input

space and hence, what a DNN does is multiple consecutive of

partitioning and mapping processes with the goal of estimating

a desired output.

Definition 1: In the nth layer of a feed-forward DNN, layer
partition is the partitioning of the nth layer’s input space

which occurs due to the neural computations performed in

layer n. We illustrate this partitioning by Sn = {Sn1 , · · · , Snκn}
where, Snj is the set of all the output combinations in layer

n− 1 that are mapped to the jth output combination in layer

n, i.e. znj . In other words,

Snj = { zn−1i ∈ Zn−1 | z
n
j = Gn(zn−1i ) }

Note that we have:

i �= j ⇒ Sni ∩ Snj = ∅ and

κn⋃
j=1

Snj = Zn−1.

Let us assume that Pn(z
n
j ) is the probability of znj . Then,

it can be observed that

Pn(z
n
j ) =
∑
z′∈Snj

Pn−1(z′) (5)

Furthermore, considering this fact that Sn is a partitioning of

Zn−1, one can easily show that Pn(z
n
j ) is the probability of

partition Snj . It can be shown that

Π
n
j =

{
∀z ∈ Snj | Pn−1(z)∑

z′∈Snj Pn−1(z
′)

}
(6)

is the probability distribution of all the combinations in Snj .

Definition 2: In a feed-forward denoising DNN, the entropy
of layer n, H(Zn), is the entropy of the neuron outputs at this

layer and we have:

H(Zn) = −
κn∑
i=1

Pn(z
n
i ) logPn(z

n
i ).

Definition 3: The entropy of partition Snj , H(Snj ), is the

entropy of the output combinations that belong to Snj . In other

words:

H(Snj ) = −
∑
z∈Snj

Pn−1(z)∑
z′∈Snj Pn−1(z

′)
log

Pn−1(z)∑
z′∈Snj Pn−1(z

′)

In the following lemma we show how entropy of informa-

tion changes in a feed-forward neural network.

Lemma 1: In a feed-forward denoising DNN, the entropy of

information that flows from layer n−1 to layer n is decreased

by the expected entropy of the partitions on the possible output

combinations in layer n− 1. The amount of this reduction is

shown by Δn and we have

Δn = H(Zn−1) −H(Zn) =

kn∑
j=1

Pn(z
n
j )H(Snj ). (7)

Proof: Let us assume that the information has been pro-

cessed up to layer Zn−1. Using Definition 2, the entropy of

layer n− 1 is

H(Zn−1) = −
κn−1∑
i=1

Pn−1(zn−1i ) logPn−1(zn−1i ) (8)

To determine H(Zn), we can say

H(Zn) = −
{

κn−1∑
i=1

Pn−1(zn−1i ) logPn−1(zn−1i )

+

κn∑
j=1

⎡
⎣
⎛
⎝∑
z∈Snj

Pn−1(z)

⎞
⎠ log

⎛
⎝∑
z∈Snj

Pn−1(z)

⎞
⎠

−
⎛
⎝∑
z∈Snj

Pn−1(z) logPn−1(z)

⎞
⎠
⎤
⎦
⎫⎬
⎭ (9)

In other words, we started from the entropy of Zn−1 and

substituted the individual terms of all the output combi-

nations that belong to Snj with their new equivalent term,

i.e.
(∑

z∈Snj Pn−1(z)
)
log
(∑

z∈Snj Pn−1(z)
)

. On the other

hand, we have:⎛
⎝∑
z∈Snj

Pn−1(z)

⎞
⎠ log

⎛
⎝∑
z∈Snj

Pn−1(z)

⎞
⎠

−
⎛
⎝∑
z∈Snj

Pn−1(z) logPn−1(z)

⎞
⎠

= −
∑
z∈Snj

Pn−1(z) log
Pn−1(z)∑

z′∈Snj Pn−1(z
′)
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then, considering (8), we can rewrite (9) as follows:

H(Zn) = H(Zn−1)

+

κn∑
j=1

∑
z∈Snj

Pn−1(z) log
Pn−1(z)∑

z′∈Snj Pn−1(z
′)

(10)

Equivalently, we have

H(Zn) = H(Zn−1) +
κn∑
j=1

⎛
⎝ ∑
z′∈Snj

Pn−1(z′)

⎞
⎠

⎛
⎝∑
z∈Snj

Pn−1(z)∑
z′∈Snj Pn−1(z

′)
log

Pn−1(z)∑
z′∈Snj Pn−1(z

′)

⎞
⎠ (11)

Then, based on Definition 3 we can say:

H(Zn) = H(Zn−1) −
κn∑
j=1

Pn(z
n
j )H(Snj ) (12)

and from here, we can observe that H(Zn) ≤ H(Zn−1).
Furthermore, the difference between the entropy in layers n−1
and n is

∑κn
j=1 Pn(z

n
j )H(Snj ) which is the expected entropy

of the partitions on Zn−1. This proves the lemma.

The following lemma proves a similar result for the flow of

conditional entropy in a deep neural network.

Lemma 2: In a feed-forward denoising DNN, the conditional

entropy of each layer, conditioned on the desired outputs, X ,

i.e. H(Zn|X), is a non-increasing function of n and we have:

Δ′n = H(Zn−1|X) −H(Zn|X)

=
∑
x∈X

κn∑
j=1

PX(x)Pn(z
n
j |X = x)H(Snj |x) (13)

where

Pn(z
n
j |X = x) =

∑
z∈Snj

Pn−1(z|X = x)

and

H(Snj |x) = −
∑
z∈Snj

Pn−1(z|X = x)

Pn(znj |X = x)
log
Pn−1(z|X = x)

Pn(znj |X = x)
.

Proof: The proof follows on similar lines as similar to

Lemma 1.

IV. MUTUAL INFORMATION BETWEEN NOISY AND

DENOISED DATA

Extraction of relevant information from an input data with

respect to a desired output is one of the central issues in super-

vised learning [23]. In information theoretic terms, assuming

that X and Y are the input and output random variables,

I(X;Y ) is the relevant information between X and Y . In

order to improve the efficiency of a machine learning task, we

generally need to extract the minimal sufficient statistics of X
with respect to Y . Hence, as the Information Bottleneck prin-

ciple [19] indicates, we need to find a maximally compressed

representation ofX by extracting the relevant information with

respect to Y [16]. In this section, we determine a lower bound

for the mutual information between the input and output layers

of a denoising DNN.

From information theory perspective, it is important to

maximize the mutual information between X and X̂ . Intu-

itively speaking, by maximizing this mutual information, i.e.

I(Xt
t−k+1; X̂

t
t−k+1), the denoised time series, X̂ , will be as

close as possible to the noiseless version, X . Based on the

definition of mutual information we have:

I(Xt
t−k+1; X̂

t
t−k+1) = H(X̂t

t−k+1) −H(X̂t
t−k+1|X) (14)

Using Lemma 1 and Lemma 2, we can rewrite Eq. 14 as

follows:

I(Xt
t−k+1; X̂

t
t−k+1) = H(Zt

t−k+1) −
ν∑

i=1

Δi

−
{
H(Zt

t−k+1|Xt
t−k+1) −

ν∑
i=1

Δ′i

}

(15)

It has been proved in [9] that for a general feed-forward

DNN,
∑ν

i=1Δi is upper bounded by the conditional entropy

of the input layer conditioned on the desired output. Using the

results of [9] it is easy to show that for the denoising DNN

we have
ν∑

i=1

Δi ≤ H(Zt
t−k+1|Xt

t−k+1) (16)

Therefore,

H(Zt
t−k+1) − I(Xt

t−k+1; X̂
t
t−k+1)

−
{
H(Zt

t−k+1|Xt
t−k+1) −

ν∑
i=1

Δ′i

}
≤ H(Zt

t−k+1|Xt
t−k+1)

(17)

It is worth mentioning that Zt
t−k+1 is the noisy version of

Xt
t−k+1. Then, if Nk represents the noise random variable for

k consecutive samples of time series, it can be easily shown

that H(Zt
t−k+1|Xt

t−k+1) = H(Nk). Hence, we have:

H(Zt
t−k+1)−I(Xt

t−k+1; X̂
t
t−k+1)−H(Nk)+

ν∑
i=1

Δ′i ≤ H(Nk)

(18)

or equivalently

H(Zt
t−k+1)−2H(Nk)+

ν∑
i=1

Δ′i ≤ I(Xt
t−k+1; X̂

t
t−k+1) (19)

The importance of Eq. 19 is that it includes some features of

the deployed DNN. Note that we typically have no control over

the noise, Nk, and the denoising DNN is the only part of the

whole system that we can manipulate. In Eq. 19,
∑ν

i=1Δ
′
i

depends on two factors: number of layers, ν, and amount

of conditional entropy reduction between consecutive layers,

Δ′i, which depends on the consecutive partitioning/mappings

performed in the network. Equation 19 is summarized in the

following lemma.
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Lemma 3: In an appropriately trained denoising feed-

forward DNN where Xt
t−k+1 is the k consecutive samples of

the noiseless data, Zt
t−k+1 is the k-sample noisy observations,

X̂t
t−k+1 is the corresponding denoised sequence, and Nk is the

noise random variable, we have

H(Zt
t−k+1) − 2H(Nk) +

ν∑
i=1

Δ′i ≤ I(Xt
t−k+1; X̂

t
t−k+1)

Based on Lemma 3, when Eq. 19 is not satisfied it means

that the training phase of the denoising DNN did not converge

to an optimal point. This lemma provides a lower bound for

the mutual information between the input and the output of the

denoising DNN. Experimental results support this justification.

In order to explore the result of Lemma 3, we performed

multiple experiments with synthetic and real-world time series.

In the first set of experiments, we construct two time series.

The first time series is a sawtooth wave with integer values

between 0 and |A|. An example of a sawtooth wave time

series is illustrated in Fig. 3(a) where |A| = 100. The second

time series is a sequence of randomly generated numbers with

uniform distribution between 0 and |A|. These two time series

demonstrate two extreme cases of time series with respect

to locality feature: sawtooth wave time series has a perfect

locality feature while there is no local relationship between

the consecutive samples of the random time series. Each of

these time series is then contaminated by injecting uniform

noise based on the following noise model:

zt =

{
ut with probability ε

xt with probability 1 − ε (20)

where xt is the noiseless time series sample, zt is the corre-

sponding noisy sample, ε is the error rate, and ut is uniformly

selected from the time series alphabet. An example of a noisy

sawtooth wave time series is illustrated in Fig. 3(b).

After noise injection, each time series has been denoised

by a denoising feed-forward neural network with ν−1 hidden

layers. In this neural network, all the layers have k neurons and

back propagation algorithm was used for the training phase.

Four parameters, including error rate, ε, number of layers, ν,

number of neurons in each layer (denoising window size), k,

and size of time series alphabet, |A|, have been changed and

the following metrics have been measured:

• RMS error of the noisy time series, Z.

• RMS error of the denoised time series, X̂ .

• Mutual information between the noiseless time series and

the denoised one, which is the right side of Eq. 19.

• Value of H(Zt
t−k+1) − 2H(Nk).

Note that in Eq. 19,
∑ν

i=1Δ
′
i is always greater than or equal

to zero and hence, if inequality of Lemma 3 holds, we should

always have H(Zt
t−k+1)−2H(Nk) ≤ I(Xt

t−k+1; X̂
t
t−k+1). In

other words, if H(Zt
t−k+1)−2H(Nk) > I(X

t
t−k+1; X̂

t
t−k+1)

it means that Lemma 3 does not hold.

Results of the first experiment have been illustrated in Fig.

5. Figures 5 (a), (c), (e), and (g) show the results for sawtooth

wave time series while (b), (d), (f), and (h) illustrate the result

(a)

(b)

Fig. 3. (a) An example of a sawtooth wave time series when size of alphabet
is 100 and (b) an example of a noisy time series with uniform noise injection.

Fig. 4. Left and right sides of the inequality of Lemma 3. Results are for
PAHO-Argentina time series.
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of random time series. Each figure compares RMS error of

the noisy and denoised time series as well as the right and left

side of Eq. 19. From these results it can be observed that for

the sawtooth wave time series, denoising neural network was

able to significantly improve the RMSE while for the random

time series the RMSE improvement is negligible in most

of the cases. This observation was expected as the random

time series does not have any locality feature which plays

an important role in the behavior of the denoising neural

network. Furthermore, from the results of Fig. 5, we can easily

observe that for he random time series, H(Zt
t−k+1)−2H(Nk)

is always larger than I(Xt
t−k+1; X̂

t
t−k+1). This means that

for the random time series Lemma 3 does not hold which is

consistent with the observed changes in RMSE. It is worth

mentioning that entropy is maximum when the distribution of

symbols is uniform, which is the case for the random time

series. Hence, the value of H(Zt
t−k+1) is always larger for

random time series compared to its value for the sawtooth

wave. Note that the value of H(Zt
t−k+1) not only depends

on the distribution of samples in the noiseless time series but

also on the alphabet size, denoising window size, and error

rate, while number of hidden layers in the denoising neural

network does not have any effect on H(Zt
t−k+1). On the

other hand, value of I(Xt
t−k+1; X̂

t
t−k+1) may change with

any change in the number of hidden layers. As a matter of

fact, I(Xt
t−k+1; X̂

t
t−k+1) demonstrates the similarity of the

noiseless time series, X , and the denoised one, X̂ . Therefore,

when the denoising neural network is able to significantly

reduce the RMSE we expect to observe a higher value in

I(Xt
t−k+1; X̂

t
t−k+1). This is consistent with the results of Fig.

5.

The theoretical bound of Lemma 3 is evaluated in various

experiments using a software that has been developed in

Python. Some illustrative results are shown in Fig. 4 for one

of the real-world time series of Table I. In this figure, the blue

curve illustrates how the left side of inequality 19 changes

versus level of injected uniform noise, ε, while the red curve

shows the variations in the mutual information between the

noiseless data and the denoised one. Results show that for

most of the data points, this inequality is satisfied. The only

exception is when ε is 0. Further investigations revealed that

for this case, the training algorithm of the DNN did not

converge and the training phase has not been completed which

is consistent with the conclusions of Lemma 3.

V. CONCLUSION

In this paper, we used information theory methods to study

the flow of information in denoising deep neural networks. We

determined how entropy and conditional entropy of informa-

tion changes between consecutive layers of a denoising feed-

forward neural network. Moreover, for the denoising DNN we

proved a lower bound on the mutual information between the

noiseless and denoised time series which should be satisfied

when the training process has been appropriately completed.

We performed various experiments to explore the analytical

results with synthetic and real-world time series. As the future

work, we aim to extend the proposed framework to other types

of neural networks.

REFERENCES

[1] Yossi Aviv, “A time-series framework for supply-chain inventory
management,” Operations Research, vol. 51, no. 2, pp. 210–227, 2003.

[2] P. Chakraborty, P. Khadivi, et al., “Forecasting a moving target:
Ensemble models for ili case count predictions,” in Proceedings of the
SIAM International Conference on Data Mining, 2014, pp. 262–270.

[3] M. Momtazpour, R. Sharma, and N. Ramakrishnan, “An integrated data
mining framework for analysis and prediction of battery characteristics,”
in Proc. of IEEE Innovative Smart Grid Technologies Conference, 2014.

[4] P. Khadivi and N. Ramakrishnan, “Wikipedia in tourism industry: Fore-
casting and usage behavior,” in Proceedings of Innovative Applications
of Artificial Intelligence (IAAI), 2016.

[5] M. Momtazpour, J. Zhang, S. Rahman, R. Sharma, and N. Ramakr-
ishnan, “Analyzing invariants in cyber-physical systems using latent
factor regression,” in Proceedings of 21st ACM SIGKDD Conference
on Knowledge Discovery and Data Mining (SIGKDD), 2015.

[6] K. Kim, “Financial time series forecasting using support vector ma-
chines,” Neurocomputing, vol. 55, no. 1-2, pp. 307–319, 2003.

[7] P. Khadivi, R. Tandon, and N. Ramakrishnan, “Online denoising
of discrete noisy data,” in Proceedings of the IEEE International
Symposium on Information Theory (ISIT’15), 2015.

[8] P. Khadivi, P. Chakraborty, R. Tandon, and N. Ramakrishnan, “Time
series forecasting via noisy channel reversal,” in Proc. of the IEEE Int.
Workshop on Machine Learning for Signal Processing, 2015.

[9] P. Khadivi, Online Denoising Solutions for Forecasting Applications,
PhD dissertation, Virginia Tech, 2016.

[10] Y. Sun, X. Wang, and X. Tang, “Deep learning face representation from
predicting 10,000 classes,” in Proc. of the CVPR’14, 2014.

[11] I. Lenz, H. Lee, and A. Saxena, “Deep learning for detecting robotic
grasps,” Int. Journal of Robotics Research, vol. 34, no. 4-5, 2015.

[12] J. Schmidhuber, “Deep learning in neural networks: An overview,” Tech.
Rep. IDSIA-03-14, The Swiss AI Lab IDSIA, University of Lugano &
SUPSI, Swiss, 2014.

[13] H.M. Li, “Deep learning for image denoising,” International Journal
of Signal Processing, Image Processing and Pattern Recognition, vol.
7, no. 3, pp. 171180, 2014.

[14] J. Xie, L. Xu, and E. Chen, “Image denoising and inpainting with
deep neural networks,” in Advances in Neural Information Processing
Systems (NIPS’12), 2012.

[15] P. Vincent, H. Larochelle, I. Lajoie, Y. Bengio, and P.A. Manzagol,
“Stacked denoising autoencoders: Learning useful representations in a
deep network with a local denoising criterion,” Journal of Machine
Learning Research, vol. 11, pp. 3371–3408, 2010.

[16] N.Tishby and N.Zaslavsky, “Deep learning and the information bottle-
neck principle,” in Proc. of ITW’15, 2015.

[17] C. M. Bishop, “Theoretical foundations of neural networks,” in
Proceedings of Physics Computing, 1996, pp. 500–507.

[18] P. Mehta and D. J. Schwab, “An exact mapping between the Variational
Renormalization Group and Deep Learning,” ArXiv e-prints, Oct. 2014.

[19] N. Tishby, F. C. Pereira, and W. Bialek, “The information bottleneck
method,” in Proceedings of 37th Annual Allerton Conference on
Communication, Control and Computing, 1999.

[20] T. Weissman et al., “Universal discrete denoising: Known channel,”
IEEE Tran. on Information Theory, vol. 51, no. 1, pp. 5–28, 2005.

[21] V. Romero and A. Salmeron, “Multivariate imputation of qualitative
missing data using bayesian networks,” in Soft methodology and random
information systems, 2004.

[22] J. G. Proakis, Digital Communications, McGraw-Hill, 2000.
[23] T.G. Dietterich, Structural, Syntactic, and Statistical Pattern Recogni-

tion: Joint IAPR International Workshops SSPR 2002 and SPR 2002
Windsor, Ontario, Canada, August 6–9, 2002 Proceedings, chapter
Machine Learning for Sequential Data: A Review, pp. 15–30, Springer
Berlin Heidelberg, Berlin, Heidelberg, 2002.

Authorized licensed use limited to: to IEEExplore provided by University Libraries | Virginia Tech. Downloaded on May 03,2026 at 20:35:31 UTC from IEEE Xplore.  Restrictions apply. 



(a) (b)

(c) (d)

(e) (f)

(g) (h)

Fig. 5. Experimental results for sawtooth wave and random time series. Each graph illustrates RMSE of the noisy and denoised time series w.r.t. the noiseless
one as well as H(Ztt−k+1) − 2H(Nk) and I(Xtt−k+1; X̂

t
t−k+1) of Eq. 19. (a) Sawtooth wave time series results when error rate changes. (b) Random

time series results when error rate changes. (c) Sawtooth wave time series results when number of hidden layers changes. (d) Random time series results
when number of hidden layers changes. (e) Sawtooth wave time series results when denoising window size, k, changes. (f) Random time series results when
denoising window size, k, changes. (g) Sawtooth wave time series results when alphabet size changes. (h) Random time series results when alphabet size
changes.
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