Integrating Formal Verification into LLM Pipelines for Regulatory Compliance and Analysis
Workflows

Harith Laxman, Brian Mayer, and Naren Ramakrishnan

The federal acquisition and contracting landscape presents a unique and increasingly complex
information-processing challenge. Contracting professionals, particularly within defense contexts, must
navigate vast volumes of text — from solicitation documents to contract clauses — while ensuring
compliance with evolving regulatory frameworks such as the Federal Acquisition Regulation (FAR) and
the Defense Federal Acquisition Regulation Supplement (DFARS).

While LLMs have demonstrated value in extracting facts and answering questions based on individual
documents, their ability to reason across multiple sources and enforce compliance logic at scale remains
limited. A critical challenge is not only identifying relevant content but also mapping that content into
structured, machine-readable representations that can be formally compared against policy and regulation
— a task far beyond simple question answering and closer to logical reasoning and constraint satisfaction.

We are developing a pipeline that integrates LLM-based extraction with structured representations and
formal constraint validation techniques, including satisfiability modulo theories (SMT), to support
regulatory compliance workflows. Our approach begins with uniquely tailored extraction and embedding
methods that enable LLMs to identify and distill concepts not typically represented in classical slot-filler
formats. For example, complex language surrounding warranty terms, cybersecurity standards, or data
rights can be transformed into logical representations suitable for downstream reasoning and verification.
These representations are then mapped to controlled vocabularies or formal constraint languages that
encode the semantics of FAR/DFARS clauses.

Using this infrastructure, contracting officers can compare contracts against regulations to identify
structural and terminological differences, visualize clause patterns through heatmaps, and enrich
documents with metadata that improves retrieval-augmented generation (RAG) systems. By tracing the
evolution of contract language—especially in response to new rules—our approach also reveals
regulatory trends over time. A central use case is the “FAR/DFARS problem,” where extracted contract
content is transformed into intermediate representations that can be formally checked for compliance via
SMT solvers and revised as needed. This enables a more transparent, auditable, and logically rigorous
review process. We envision deployment within acquisition workflows as both a decision-support tool
and a collaborative foundation for contracting officers, legal teams, and mission stakeholders.

Our contribution lies in bridging the gap between unstructured contract text and formal regulatory logic,
unlocking the potential of LLMs to augment — rather than merely automate — high-stakes government
acquisition processes.



