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Abstract

New integrations of large language models into search systems are constantly being
proposed and this has caused soul-searching in IR circles. If content can be generated,
paraphrased, or recombined at scale, what exactly should retrieval systems retrieve,
and on which signals should they rely? In environments where textual content is noisy,
weakly aligned with user queries, or even partially machine-generated, reliance on
document text alone may no longer be sufficient.

We argue that, in today’s generative era, search systems will need to retrieve more than
content. They will need to treat schema-aware signals as first-class retrieval evidence.
By schema-aware signals we mean, for instance, metadata attributes, field semantics
(units, time periods, geography, cohorts), relational structure, and authorship
information. These signals can act as semantic and provenance anchors: they help the
system stay grounded in who/what the information is about, when it applies, and where
it came from, even when surrounding language is rewritten or noisy.

We motivate our position through work in structured domains where many user
questions are best resolved by leveraging schema-level cues rather than prose. For
instance, consider a user exploring a public dataset such as IPEDS, the U.S. Integrated
Postsecondary Education Data System, where the user asks qualitative questions
pertaining to enrollment trends. Successful query answering requires focusing on
specific institutions, time periods, and attributes. A second example can be queries into
the U.S. Securities and Exchange Commission (SEC) filing documents. In these
settings, the relevant signal resides primarily in the schema level organization rather
than in descriptive prose.

One core idea is to “verbalize” records using templates that explicitly name the fields,
turning a record into a canonical textual form [1]. In a retrieval setting, the same
approach can make schema signals retrievable by design: instead of hoping an
embedding model infers entity/time/attribute from a messy table layout, we can index
sentence forms that explicitly contain those anchors. Another axis is how much
information is necessary to surface and disambiguate correct evidence [2,3] which
raises questions about minimal yet sufficient schema representations. Understanding
this balance is likely to be central to schema-aware retrieval design.



Such schema-aware retrieval naturally connects to trust and accountability in generative
search. As generated content proliferates, schema-aware signals can naturally support
provenance tracking, entity grounding, and temporal alignment. We outline open
questions around how to represent structure for neural retrieval, how to index it
efficiently, and how to evaluate success in a generative setting.

This proposal also connects to parallel work in the space of data exploration systems,
where users interact with large structured datasets through schema-aware interfaces
and agentic assistance [4,5]. These settings highlight that many real-world search tasks
involve navigating structured information spaces rather than locating a single document.
This suggests that future retrieval models may need to reason jointly over text and
structure.
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