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Abstract
Objectives: The purpose of this study was to create an operationally useful 
machine learning model that predicts the number of high-acuity left without 
being seen (LWBS) patients from the pediatric emergency department (ED).

Methods: We analyzed data from 512,616 ED visits between 2018 and 2024. 
We developed 6 models (univariate logistic regression using ED census, least 
absolute shrinkage and selection operator regularization, support vector 
machines, random forest, gradient boosting (XGBoost), and temporal fusion 
transformers) and a majority-vote ensemble to predict the number of high-
acuity LWBS pediatric ED patients over an 8-hour period. We used 10 itera-
tions of time series data for model development. Each iteration was trained on 
progressively increasing amounts of data from 2018 to 2023, using the sub-
sequent 1-year period after training as the test set. The final iteration used all 
data from 2018 to 2023 for training and the entirety of 2024 for testing. 
Models were developed for both rolling 8-hour windows and the 12:00 PM to 
8:00 PM timeframe, which was an operationalizable example based on our own 
institution’s staffing schedule.
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Abstract (continued)

Results: At the prespecified threshold of 2 or more high-acuity LWBS patients 
over 8-hour windows, the XGBoost and temporal fusion transformer models 
demonstrated the highest predictive performance with an area under the 
receiving operator curve of 0.85 (95% CI, 0.84-0.86) and 0.86 (95% CI, 0.84-
0.87), respectively. These models also had the highest predictive performance 
for the daily 12:00 PM to 8:00 PM timeframe. A majority-vote, 3-model 
ensemble did not result in improved performance.

Conclusion: Machine learning models show excellent predictive performance 
in identifying optimal periods to operationally target and potentially mitigate 
the high-acuity LWBS phenomenon.

Keywords: emergency medicine, pediatric emergency medicine, operations 
research, crowding, machine learning, artificial intelligence

1 INTRODUCTION 

1.1 Background

Emergency department (ED) crowding leading to prolonged 
patient wait times is the most important influence on a 
family’s decision to leave without being seen by a medical 
provider. 1–3 Although patients leaving without being seen 
from pediatric EDs have historically been an infrequent 
occurrence confined to low-acuity children, recent staffing 
shortages, consolidation of inpatient pediatric units, and 
resultant increases in pediatric inpatient boarding have led to 
large increases in left without being seen (LWBS) rates, 
affecting even high-acuity children. 4–8 Although all children 
who leave without being seen are potentially in danger of 
clinical decompensation after departure, high-acuity LWBS 
patients present the most serious safety risk, with many 
worsening to the point of requiring hospitalization or inten-
sive care unit admission. 6,9–13

1.2 Importance

Prior work has demonstrated the association between gener-
alized measures of crowding and LWBS rates. However, an 
accurate and operationally useful LWBS prediction model for 
pediatric EDs has yet to emerge. 3,14–17 Existing LWBS pre-
diction models struggle to maintain reliable specificity with 
acceptably high sensitivity, whereas other studies examined 
associations, as opposed to providing LWBS pre-
dictions. 3,18–20 Furthermore, they do not differentiate 
between high-acuity and all-acuity patients, although high-
acuity LWBS patients pose a greater safety risk. The lack of 
a much-needed prediction model is likely also due to the 
highly interconnected nature of crowding stressors, making it 
unclear which variables are most impactful on LWBS and 
resulting in a problem ill-suited for typical statistical ap-
proaches. 3,4,6,14,21–23 However, recent advances in machine 
learning (ML) offer a potential method of analyzing the 
complex, nonlinear interactions that compose the LWBS 
phenomenon in order to form prediction models appropriate 
for real-time interventions. 24–26

1.3 Goals of This Investigation

In this study, we sought to create an operationally useful 
LWBS model by developing and comparing the performance 
of predictive algorithms for the number of high-acuity LWBS 
patients over a clinically relevant timeframe.

2 METHODS

2.1 Study Design

We performed a retrospective analysis of deidentified, aggre-
gated data for all patients registered in the ED at Children’s 
National Hospital between January 2018 and December 2024. 
Children’s National is a large, free-standing children’s hospital 
in Washington DC, that serves as a tertiary care referral center. 
The pediatric ED cares for approximately 90,000 children 
annually. The hospital’s institutional review board determined 
that the study was not research involving human subjects.

2.2 Feature Extraction and Definitions

Visit-level data were queried from a single-site electronic health 
record (Cerner Corporation) and were stored in a clinical 
registry (SQL Server v. 20.2.30.0, Microsoft Corporation). 
Data were deidentified and aggregated to create system-level 
variables. Patient data included date and time of pediatric 
ED arrival and Emergency Severity Index (ESI) level assigned 
at triage. ESI first estimates a patient’s acuity and immediate 
need for medical attention and then sorts patients by antici-
pated resource needs, on a 5-point scale, with 1 being the most 
urgent and requiring life-saving interventions and 5 being the 
least urgent and requiring minimal resources. 27 Data included 
time to initial provider evaluation, ED disposition, and 
disposition time. For admitted patients, queries distinguished 
the admission service and included the time of admission order 
and the time of disposition to the inpatient unit.

Aggregated patient data were combined with date/time 
variables and fixed system-level information (ie, ED and 
hospital bed capacity) to create hourly snapshots of patient 
flow. Variables encompassed the different stages of patient
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flow, including input (new patient arrivals), throughput 
(currently registered patients, waiting room time), and output 
(boarding burden by time and admitting service). We 
included all components of the previously derived National 
Emergency Department Overcrowding Score (NEDOCS): 
total patients in the ED, longest ED waiting room time, 
critically ill patients in the ED, number of admitted patients 
boarding in the ED, and the longest wait time for an admitted 
patient. We also included the composite score for NEDOCS, 
adjusting for ED and hospital bed capacity and using their 
publicly available model. 14,28,29 To capture the workload and 
residual system slowdowns associated with patients requiring 
intensive therapies, and as a proxy for the NEDOCS venti-
lator variable, we used the initiation and ending times for 
patients on noninvasive respiratory therapies (ie, high-flow 
nasal cannula and positive pressure ventilation), continuous 
vasopressor infusions, and continuous insulin infusions. 28 

Table S1 contains a full list of variables included in the 
model and variable definitions.

2.3 Outcomes

The prediction outcome of interest was the number of high-
acuity (ESI 1-3) patients arriving at the pediatric ED over 
an 8-hour period and subsequently leaving without being 
seen. LWBS patients who left prior to ESI assignment in 
triage were not considered high acuity. An 8-hour period was 
chosen as it aligned with commonly used 8-hour shift

schedules, thereby representing an organic window for staffing 
interventions in our system. Model predictions were generated 
as rolling windows (eg, 2:00 PM prediction for 2:00 PM to 
10:00 PM; 3:00 PM prediction for 3:00 PM to 11:00 PM) 
and only incorporated historical data or system-level infor-
mation available at the time of prediction. This included in-
dividual and composite variables from prior days (eg, 
NEDOCS 24-hour lag) and pediatric ED tracking board data 
(eg, current ED census) at the time of prediction.

2.4 Data Analysis

As each day’s prediction was based on data from prior days 
(up to 168 hours), we could not randomly assign calendar 
days to a training set or use standard cross-validation tech-
niques, which would have led to data leak with time series 
forecasting. We therefore used 10 iterations of time series data 
for model development, tuning hyperparameters on the first 
iteration. 30 Each iteration was trained on progressively 
increasing amounts of data from 2018 to 2023, using the 
subsequent 1-year period after the end of the training period 
as the test set. 31 Figure 1 shows this progression, with the final 
iteration using all of 2018-2023 for training and the entirety 
of 2024 for testing. Calendar year 2024 was never used for 
tuning or model training.

We developed 6 prediction models using ML methods as 
well as a traditional univariate logistic regression, which 
included only ED census as a predictor. ML algorithms were 
selected based on successful use in other clinical prediction 
studies on large datasets: least absolute shrinkage and selection 
operator (LASSO) regularization, support vector machines 
(SVM), random forest, extreme gradient boosting (XGBoost), 
and temporal fusion transformers (TFT)—a type of multi-
layered deep learning analysis. 32–42

2.5 Statistical Analysis

To calculate the accuracy, sensitivity, specificity, positive 
predictive value (PPV), negative predictive value (NPV), and 
F1 score, we define both predictions >/=2 and outcomes >/=2 
as positive. From the perspective of ED operations leadership 
at our site, an 8-hour shift with a meaningful risk of 2 or more 
high-acuity patients LWBS would likely be a shift where 
deploying additional clinical resources is warranted. Given the 
relatively balanced cost of false positives and false negatives, 
we used the area under the receiver operating characteristic 
(AUROC) as our primary measure of model performance. We 
compared the predictive performance of each model on the 
testing dataset by computing AUROC with 95% confidence 
intervals constructed using the DeLong method. 43 We plotted 
the receiver operating characteristic of each model against 
expected discrimination using random chance. In addition to 
reporting the point estimate AUROC for each algorithm, we 
used the Mann-Kendall test to assess for trends between 
AUROC and iteration number, as increasing iteration 
numbers provided incrementally larger training sets.

The Bottom Line

Serious safety risks occur when crowd-
ing induces high-acuity patients to leave 
without being seen (LWBS) from the 
emergency department (ED). This has 
created the pressing need for system-
based LWBS prediction models to help 
ED leaders identify when to deploy 
additional resources. Using machine 
learning, we analyzed 512,616 visits 
from 2018 to 2024 to develop opera-
tionally focused, customizable models 
that accurately predicted the number of 
high-acuity LWBS patients from a pedi-
atric ED over 8-hour windows. Gradient 
boosted and temporal fusion trans-
former models demonstrated the high-
est performance, providing a template 
that EDs can integrate into LWBS and 
crowding-mitigation strategies.
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We used AUROC to identify the 3 highest-performing 
models to subsequently create a majority-vote ensemble 
model. The ensemble model prediction was positive if there 
was a predicted number of 2 or more high-acuity LWBS 
patients in the majority of models. To calculate ensemble 
model performance, we compared ensemble predictions to 
observed binary outcomes.

To compare model predictive performance of actual 
LWBS counts over 8-hour windows, we used the root mean 
squared error (RMSE). 31,44 To determine the contributory 
importance of variables in each prediction model, we used 
Shapely Additive Explanations (SHAP), a model-agnostic 
method of feature interpretability. 45 SHAP values are ob-
tained by systematically removing each variable to estimate its 
impact on the overall prediction, with higher SHAP values 
indicating relatively greater feature importance. As SHAP 
values cannot be calculated with neural networks, feature 
importance was estimated using a transformer method for 
these models. 41,42

As an operationalizable example, we calculated predictive 
performance over the specific 8-hour daily timeframe of 12:00 
PM to 8:00 PM, which represented the 8-hour period where 
the greatest proportion of high-acuity patients who will 
eventually LWBS first arrive. This 12:00 PM to 8:00 PM 
timeframe was also based on our own institution’s staffing 
schedule as a window where leaders have the greatest flexibility 
to call in extra staff to reduce crowding-related harms; at this 
time, more staff are on backup call than during the morning 
and late at night. To assess how the model performs during 
periods of extreme strain, within our final iteration testing set,

we identified the busiest 4 weeks in 2024 by patient volumes 
and calculated the point estimate for performance measures 
for daily 12:00 PM to 8:00 PM windows. We also analyzed 
the least busy 4 weeks in 2024, but a lack of positive cases 
prevented performance evaluation during this period.

All calculations were conducted using SciKit-learn, 
XGBoost, TensorFlow, and Pandas packages in Python 
version 3.12 (Python Software Foundation). 38,46–48

3 RESULTS

From January 1, 2018 to December 31, 2024, we analyzed 
512,616 individual visits, 241,982 (47.2%) of which 
involved high-acuity patients. Table 1 presents the studied 
patient and visit characteristics. Of all patients, 25,446 
(5.0%) left without being seen; of the high-acuity patients, 
5562 (2.3%) left without being seen. There were a total of 
61,368 rolling hours in our dataset, each of which repre-
sented a separate rolling 8-hour window, of which 15.2% 
had 2 or more high-acuity LWBS patients. For the specific 
12:00 PM to 8:00 PM daily periods, 20.7% had 2 or more 
high-acuity LWBS patients. Figure S1 contains histograms 
representing the distributions of our outcome variable in 
different calendar years.

3.1 Model Performance

The AUROC, accuracy, sensitivity, specificity, PPV, NPV, 
and F1 score of each model for both rolling 8-hour windows 
and the 12:00 PM to 8:00 PM daily window are included in

FIGURE 1. Training and testing dataset timeframes for 10 iterations of high-acuity left without seen prediction modeling. 
Progression of training and testing periods for 10 iterations of time series data, spanning 2018-2024. The final 10th iteration used 
all of 2018-2023 for training and the entirety of 2024 for testing.
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TABLE 1. Characteristics of treated and left without being seen (LWBS) emergency department patients for the study period, 
January 2018 to December 2024.

Patient characteristic
Non-LWBS patients 
n (%)

High-acuity LWBS 
patients n (%)

Non-high-acuity LWBS 
patients n (%)

Total patients 487,170 5562 19,884
Age 
<1 y 69,796 (14.3%) 806 (14.5%) 2825 (14.2%)
1-4 y 154,710 (31.8%) 1466 (26.4%) 7998 (40.2%)
5-12 y 155,939 (32.0%) 1593 (28.6%) 5967 (30.0%)
13-18 y 90,139 (18.5%) 1351 (24.3%) 2389 (12.0%)
19+ y 16,586 (3.4%) 346 (6.2%) 705 (3.5%)

Gender
Female 230,260 (47.3%) 2786 (50.1%) 9528 (47.9%)
Male 256,910 (52.7%) 2776 (49.9%) 10,356 (52.1%)

Race/ethnicity 
Non-Hispanic Black 230,934 (47.4%) 2682 (48.2%) 10,157 (51.1%)
Hispanic or Latino 151,771 (31.2%) 1365 (24.5%) 5421 (27.3%)
Non-Hispanic White 49,886 (10.2%) 546 (9.8%) 1016 (5.1%)
Other 43,034 (8.8%) 510 (9.2%) 1533 (7.7%)
Unknown 11,545 (2.4%) 459 (8.3%) 1757 (8.8%)

Language
English 349,616 (71.8%) 4438 (79.8%) 15,265 (76.8%)
Spanish 112,122 (23.0%) 1017 (18.3%) 4094 (20.6%)
Other 25,432 (5.2%) 107 (1.9%) 525 (2.6%)

Insurance status 
Private 112,225 (23.0%) 1227 (22.1%) 2899 (14.6%)
Public 335,397 (68.8%) 3474 (62.5%) 13,574 (68.3%)
Self-Pay 39,548 (8.1%) 861 (15.5%) 3411 (17.2%)

Emergency Severity Index (ESI) level 
ESI 1 5943 (1.2%) 0 (0.0%) N/A
ESI 2 63,794 (13.1%) 259 (4.7%) N/A
ESI 3 166,683 (34.2%) 5303 (95.3%) N/A
ESI 4 214,764 (44.1%) N/A 15,353 (77.2%) 
ESI 5 35,986 (7.4%) N/A 2200 (11.1%) 
Unknown 0 (0.0%) N/A 2331 (11.7%)

Arrival day
Weekday (Monday to Friday) 357,410 (73.4%) 4931 (88.7%) 16,066 (80.8%)
Weekend (Saturday to Sunday) 129,760 (26.6%) 631 (11.3%) 3818 (19.2%)

Arrival time 
12:00 AM to 4:00 AM 43,239 (8.9%) 650 (11.7%) 3050 (15.3%)
4:00 AM to 8 AM 31,012 (6.4%) 164 (2.9%) 799 (4.0%)
8:00 AM to 12:00 PM 94,659 (19.4%) 468 (8.4%) 2240 (11.3%)
12:00 PM to 4:00 PM 108,470 (22.3%) 1055 (19.0%) 3515 (17.7%)
4:00 PM to 8:00 PM 114,478 (23.5%) 1582 (28.4%) 4658 (23.4%)
8:00 PM to 12:00 AM 95,312 (19.6%) 1643 (29.5%) 5622 (28.3%)

Between January 1, 2018 to December 31, 2024, there were 512,616 total visits. Patient characteristics across 6 years are displayed above. After 
excluding the first week of data to prevent null values in lag variables, our study included a time period with 511,511 individual visits.
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Table 2 (averaged over all 10 iterations) and Table S2 (10th 
iteration). Figure 2 shows the predictive ability of all models 
with receiver operating characteristic curves. At the pre-
specified threshold of 2 or more high-acuity LWBS patients 
over 8-hour windows, the XGBoost and TFT models 
demonstrated the highest predictive performance with an 
AUROC of 0.85 (95% CI, 0.84-0.86) and 0.86 (95% CI, 
0.84-0.87), respectively. Model performance for these models 
was significantly higher than random forest (AUROC: 0.76, 
95% CI, 0.75-0.77), SVM (AUROC: 0.63, 95% CI, 0.50-
0.75), and LASSO (AUROC: 0.61, 95% CI, 0.58-0.65). For 
the 12:00 PM to 8:00 PM daily window, the XGBoost 
(AUROC: 0.88, 95% CI, 0.86-0.89) and TFT (AUROC: 
0.88, 95% CI, 0.86-0.90) models also demonstrated the

highest predictive performance. XGBoost, TFT, and random 
forest models were incorporated into a majority vote, 3-model 
ensemble. The majority vote ensemble did not demonstrate 
superior performance over XGBoost or TFT models. With 
the exception of LASSO, all ML models demonstrated a 
statistically significant trend toward increased discrimination 
performance with increasing iteration number (Table S3). 
Importantly, the univariate model demonstrated high 
discrimination performance with an AUROC of 0.79 (95% 
CI, 0.78-0.80); however, this model also had poor sensitivity 
0.22 (95% CI, 0.21-0.24) compared with XGBoost and TFT. 

The RMSE of the models are found in Table 3 (averaged 
over all 10 iterations) and Table S4 (10th iteration). The 
XGBoost and TFT models had the lowest RMSE for both

TABLE 2. Comparison of classification performance for elevated high-acuity left without being seen, predictive performance for 
all models across 10 iterations.

Algorithm
AUROC 
(95% CI)

Accuracy 
(95% CI)

Sensitivity 
(95% CI)

Specificity 
(95% CI)

PPV 
(95% CI)

NPV 
(95% CI)

F1 score 
(95% CI)

8-h rolling windows
Univariate logistic 
regression (ED census)

0.79 (0.78-
0.80)

0.80 (0.80-
0.81)

0.22 (0.21-
0.24)

0.98 (0.98-
0.98)

0.76 (0.73-
0.79)

0.81 (0.80-
0.82)

0.35 (0.33-
0.36)

Logistic regression with 
LASSO regularization

0.61 (0.58-
0.65)

0.75 (0.68-
0.81)

0.37 (0.19-
0.56)

0.86 (0.71-
1.00)

0.56 (0.45-
0.67)

0.83 (0.80-
0.86)

0.37 (0.29-
0.46)

Support vector machines 0.63 (0.50-
0.75)

0.77 (0.76-
0.79)

0.17 (0.02-
0.33)

0.96 (0.91-
1.00)

0.69 (0.55-
0.84)

0.80 (0.76-
0.83)

0.20 (0.04-
0.36)

Random forest 0.76 (0.75-
0.77)

0.79 (0.78-
0.81)

0.32 (0.24-
0.39)

0.94 (0.90-
0.98)

0.66 (0.59-
0.73)

0.82 (0.81-
0.84)

0.41 (0.38-
0.44)

XGBoost* 0.85 (0.84-
0.86)

0.83 (0.82-
0.84)

0.43 (0.40-
0.46)

0.95 (0.95-
0.96)

0.73 (0.70-
0.76)

0.85 (0.84-
0.86)

0.54 (0.52-
0.57)

Temporal fusion 
transformers*

0.86 (0.84-
0.87)

0.83 (0.82-
0.84)

0.46 (0.41-
0.51)

0.94 (0.93-
0.95)

0.70 (0.68-
0.73)

0.85 (0.84-
0.87)

0.55 (0.52-
0.59)

Majority vote, 3-model 
ensemble

0.76 (0.74-
0.77)

0.83 (0.82-
0.84)

0.41 (0.38-
0.44)

0.96 (0.95-
0.97)

0.77 (0.73-
0.81)

0.84 (0.83-
0.86)

0.53 (0.51-
0.55)

12:00 PM to 8:00 PM daily window
Univariate logistic 
regression (ED census)

0.86 (0.84-
0.88)

0.71 (0.70-
0.72)

0.10 (0.09-
0.11)

1.00 (1.00-
1.00)

1.00 (1.00-
1.00)

0.70 (0.69-
0.71)

0.18 (0.16-
0.20)

Logistic regression with 
LASSO regularization

0.63 (0.59-
0.67)

0.69 (0.63-
0.75)

0.46 (0.26-
0.66)

0.80 (0.63-
0.97)

0.62 (0.52-
0.73)

0.78 (0.73-
0.83)

0.45 (0.36-
0.55)

Support vector machines 0.67 (0.53-
0.81)

0.70 (0.67-
0.73)

0.17 (0.02-
0.32)

0.96 (0.92-
1.00)

0.54 (0.25-
0.82)

0.71 (0.67-
0.76)

0.21 (0.04-
0.38)

Random forest 0.79 (0.77-
0.80)

0.73 (0.70-
0.75)

0.39 (0.26-
0.53)

0.89 (0.84-
0.93)

0.63 (0.60-
0.66)

0.76 (0.72-
0.80)

0.47 (0.39-
0.55)

XGBoost* 0.88 (0.86-
0.89)

0.80 (0.79-
0.81)

0.64 (0.61-
0.68)

0.88 (0.86-
0.89)

0.71 (0.69-
0.73)

0.84 (0.82-
0.86)

0.67 (0.65-
0.69)

Temporal fusion 
transformers*

0.88 (0.86-
0.90)

0.81 (0.79-
0.82)

0.61 (0.55-
0.68)

0.90 (0.89-
0.92)

0.75 (0.72-
0.78)

0.83 (0.80-
0.86)

0.67 (0.64-
0.70)

Majority vote, 
3-model ensemble

0.81 (0.79-
0.83)

0.80 (0.78-
0.81)

0.56 (0.51-
0.62)

0.91 (0.89-
0.93)

0.75 (0.72-
0.77)

0.81 (0.79-
0.84)

0.64 (0.61-
0.67)

Performance characteristics of models for predicting 2 or more high-acuity left without being seen patients in an 8-hour window. Values were 
calculated using all 10 iterations. XGBoost, temporal fusion transformers, and random forest models were incorporated into the majority vote, 3-
model ensemble. Over 10 iterations, no statistically significant difference was found in AUROC between gradient boosting and temporal fusion 
transformers models, both of which demonstrated significantly higher discrimination than the other models on Mann-Whitney U test (P value < .001; 
denoted with *). AUROC, area under the receiver operating characteristic; NPV, negative predictive value; PPV, positive predictive value.
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rolling 8-hour windows (1.33, SD, 0.03 and 1.36, SD, 0.04, 
respectively) and the 12:00 PM to 8:00 PM daily window 
(1.57, SD, 0.06 and 1.61, SD, 0.04, respectively), indicating 
lower error and higher accuracy compared with other models. 
Performance for the busiest 4-week period in 2024 (February 
23 to March 22) can be found in Tables S5 and S6. During

this period, the XGBoost model had an AUROC of 0.91 and 
an F1 of 0.85.

3.2 Feature Importance

The contributing importance of variables to each model can 
be found in SHAP feature plots in Figure 3. In the both the 
XGBoost and TFT models, the most important features were 
census change over the last 2 hours, NEDOCS score, hour of 
day, and day of week. The XGBoost model also considered 
the days since the COVID-19 pandemic began and the 
number of current total patients as important features, 
whereas the TFT model considered the longest wait time and 
the number of current total boarding patients as important 
features.

4 LIMITATIONS

This study had several limitations. Our training set was 
limited by our timeline and turbulence in ED crowding dy-
namics in the years since COVID-19. Assessment of model 
performance occurred on a single year of data. Additional 
prospective validation will be valuable, and we anticipate that 
model retraining over time will be necessary. As this was a 
single-institution study, the ML algorithms may have un-
covered variable interactions unique to our pediatric ED (eg, 
separate low- and high-acuity patient flows) that constrain 
model applicability to other institutions and limit eventual 
intervention generalizability. Most of the algorithms evaluated 
in this study demonstrated a statistically significant trend to-
ward improved discrimination performance as the size of the 
training data increased with increasing iteration number

FIGURE 2. Receiver operating characteristic curves for predicting high-acuity left without being seen. The receiver operating 
characteristic curves for 6 models predicting two or more high-acuity left without being seen patients over rolling 8-hour win-
dows and daily 12:00 PM to 8:00 PM windows.

TABLE 3. Comparison of predictive continuous 
performance of high-acuity left without being seen for 
machine learning models.

Algorithm

RMSE (SD)

8-h rolling 
windows

12:00 PM to 
8:00 PM 
daily window

Support vector machines 1.92 (0.39) 2.27 (0.50)
Random forest 1.49 (0.03) 1.79 (0.06)
XGBoost* 1.33 (0.03) 1.57 (0.06)
Temporal fusion 
transformers*

1.36 (0.04) 1.61 (0.04)

Performance of machine learning models to predict exact numbers of 
high-acuity left without being seen patients in an 8-hour window. 
Lower RMSE values indicate better model performance (or less error). 
Values were calculated using all 10 iterations. Over 10 iterations, no 
statistically significant difference was found in RMSE between 
gradient boosting and temporal fusion transformers, both of which 
demonstrated significantly lower RMSE than the other models on 
Mann-Whitney U test (P value < .001; denoted with *). RMSE is not 
reported for logistic regression models or a majority vote, 3-model 
ensemble, as these models predicted continuous probability or levels, 
without predicting the total number of patients leaving without being 
seen. RMSE, root mean square error.
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(Table S3). The association between improved performance 
and increasing iteration number was greatest for the SVM and 
TFT models, suggesting model performance may be con-
strained by the amount of available training data. Although 
model performance is promising for operationally useful 
discrimination, the predicted number of high-acuity LWBS 
patients should not be interpreted as an exact estimate. RMSE
> 1 for all models suggests the difference between predicted 
and observed numbers frequently exceeds 1; future work is 
needed to understand and improve model calibration. We 
preferentially selected model features that can be easily 
extracted from electronic health records to facilitate future 
multisite, prospective studies and address questions related to 
generalizability and drift in model performance.

5 DISCUSSION

In this analysis of over 500,000 pediatric ED visits, we trained 
classification models on system-level variables to predict the 
number of high-acuity LWBS patients over 8-hour periods. 
The XGBoost and TFT models demonstrated the most robust 
forecasting ability. This is one of the first studies to use ma-
chine and deep learning to predict the number of LWBS 
patients from the pediatric ED, providing a way to identify 
operationally optimal periods to deploy additional emergency 
and hospital resources that can be used to target and poten-
tially reduce high-acuity patients leaving without being seen. 
This study is especially novel in its rolling window custom-
izable design, allowing pediatric ED leaders to adjust the 
prediction duration and start/end times, thereby suiting 
different potential LWBS operational interventions.

High-acuity LWBS patients are a pervasive problem in pe-
diatric EDs across the country, leading to increased mortality 
and hospitalizations. 13 Although national pediatric ED measures 
of timely and effective care focus on all-acuity LWBS patients, it 
may be unrealistic for pediatric EDs to design systems to elim-
inate all LWBS occurrences. 49,50 Therefore, we chose to focus on 
high-acuity LWBS patients. Our models were designed to 
inform pediatric ED leaders how many children will likely leave 
without being seen over a given timeframe, as well as the acuity 
levels of those children, so that LWBS mitigation interventions 
(eg, surge staffing) can be better targeted and weighed against 
financial costs and workforce morale. 51 This contrasts with other 
ML studies that forecasted daily rates with aggregated variables 
and did not differentiate between patient acuity levels, poten-
tially limiting their operational utility. 20

Our approach is also distinct from prior LWBS studies 
focusing on patient-level forecasts. Patient-level models predict 
whether a particular individual will eventually leave without 
being seen, given a patient’s or family’s demographics and ED 
crowding variables. 3,18,19,52 In contrast, our study generated 
system-level predictions of the total number of patients that 
leave without being seen, agnostic to which individual patients 
may have a higher LWBS propensity. As we sought to lay the 
groundwork for future interventions based on our forecasts (eg, 
opening an overflow unit), compared with patient-level pre-
dictions, system-level predictions more readily align with how 
ED leaders currently make operations decisions using specific 
metrics and staffing models (eg, patients seen per hour). Our 
system-level predictions also avoid potential ethical issues with 
individual patient LWBS predictions that incorporate de-
mographics and insurance information. 53

FIGURE 3. SHAP summary plot of the 10 most important predictors. Feature importance is shown for all models that evaluated 
the number of high-acuity LWBS patients over the subsequent 8-hour period. Shapely additive explanations (SHAP) values are 
plotted on the x-axis, with higher values representing greater contributory importance to the respective model. Feature defini-
tions can be found in Table S1.
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In our experiments, the XGBoost and TFT models 
consistently demonstrated favorable performance compared 
with other algorithms. Some studies have shown superior 
performance with deep learning models, including TFT, due 
to how they process sequential data. 54,55 However, it is 
possible that the XGBoost algorithm is just as well-suited to 
seasonal fluctuations within our dataset, containing only 
61,368 records. 56–58 The relatively small amount of training 
data (<100,000 records) may be a greater limitation for the 
TFT model. However, neither model can achieve perfect 
performance, as whether a seriously ill patient leaves without 
being seen is ultimately due to a highly personal, idiosyncratic 
caregiver decision by individual caregivers. 9–12 Given the 
similar performance between the XGBoost and TFT models, 
deploying an XGBoost model may have advantages over TFT 
or an ensemble model that requires TFT predictions. As TFT 
builds memory of sequential data, it demands lag features for 
variables, which, depending on an ED’s data capturing ca-
pacity, may not always be easily available for the generation of 
real-time inferences. The XGBoost model, on the other hand, 
can provide operational insights using predictors that are 
routinely available on ED operations dashboards. Although 
we found promising discrimination performance for a simple, 
univariate model using ED census, this model had poor 
sensitivity compared with advanced ML algorithms. 
Furthermore, although ED census is a straightforward, easily 
understood parameter by ED operations leaders, it may be less 
applicable in multisite models, as a cutoff associated with bad 
system outcomes at 1 site would not be relevant to other sites 
without correcting for site size.

We chose an 8-hour timeframe and highlighted the 12:00 
PM to 8:00 PM window based on our institution’s staffing 
schedule and selected a binary threshold of 2 high-acuity 
LWBS patients based on our analysis of reasonable tradeoffs 
between false positive and false negative predictions across all 
ML models. This threshold also represented the point at our 
site when it would be operationally useful to deploy additional 
resources in response to the model triggering while simulta-
neously balancing financial sustainability against the serious 
safety risk of high-acuity patients leaving without being seen. 13 

Other pediatric EDs may want to consider different thresholds 
based on their capacity to intervene and the designated inter-
vention. Mitigation strategies apart from surge staffing include 
vertical split-flow pathways for high-acuity patients with less 
resource needs, opening observation or overflow units, and 
expanding the capacity of subspecialty clinics to treat select 
acute conditions. 59–61 These models may be especially suitable 
for institutions resistant to surge staffing or smaller ED groups 
with providers exhausted from high volumes. 62

Our subanalysis of the busiest month in 2024 demon-
strated superior F1 scores across all models compared with the 
performance over the full 2024 testing set, likely related to a 
lack of true positives during less busy periods in the full testing 
set. As pediatric ED crowding and LWBS counts are

historically cyclical with declines during summer, our results 
suggest that pediatric ED leaders should be mindful about 
when to deploy prediction models and crowding interventions 
during the year. 6 For example, there may be less value in 
keeping providers and nurses on standby (for “surge backup 
call”) during less busy summer months, although this strategy 
could be helpful the rest of the year. Given the high PPV 
during the busiest period (Table S5) when resource strains are 
most intense, if a surge team were operationalized for 
exceeding the XGBoost model threshold, over 80% of mo-
bilizations would be appropriately dedicating resources toward 
high-acuity LWBS mitigation. ED stakeholders may be 
willing to accept a 20% false positive rate in this operational 
scenario, as even if the model prediction is incorrect, the costs 
of false positives are low compared with the likely benefits of 
the surge team improving throughput and increasing patient 
satisfaction. Further research is needed to show if a combi-
nation of ML and surge team processes can also enhance 
patient safety and improve hospital finances through 
decreased high-acuity and overall LWBS patients.

Although it has historically been difficult for traditional 
multivariable modeling to define the features most predictive 
of LWBS counts due to complex variable interactions, our 
study reveals how advances in ML can be harnessed by adult 
and pediatric EDs. 3,4,6,14,21–23 The most important features 
by SHAP value throughout the 5 models included the number 
of current patients, NEDOCS score, hour of day, day of 
week, and census change over last 2 hours. Although it is 
possible that ED leaders already consider many of these fea-
tures when deciding whether to call in additional staff, our 
model offers distinct advantages compared with operational 
gestalt. Not only did each of these individual factors under-
perform our best models at predicting high-acuity LWBS, but 
the use of data-driven support for crowding-related decisions 
standardizes the process, adding objectivity and fairness that 
are impossible to achieve with gestalt alone. 63 In future work, 
ML may also facilitate novel insights regarding the importance 
of incorporating hospital-level predictors not commonly 
considered by ED administrators, such as inpatient staffing or 
hospital capacity rolling averages.

In summary, this study demonstrated that ML can be used 
to create a model with excellent predictive performance at 
identifying periods of high-acuity LWBS patients. By focusing 
on high-acuity patients and providing system-level forecasts 
with a customizable rolling timeframe, our model offers 
resource-constrained pediatric EDs an opportunity to predict 
operationally optimal periods for interventions. Future work 
should focus on improving model accuracy and prospective 
monitoring for drift in performance, as well as evaluating 
LWBS predictions and potential interventions against staffing 
schedules and costs. For pediatric EDs experiencing crowding 
and high-acuity LWBS patients, discrimination of the highest-
performing model may already represent an operationally 
useful tool to mitigate the high-acuity LWBS phenomenon.
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